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Abstract

Performance regressions pose a significant threat to software relia-
bility. In recent years, smaller-scale performance testing, such as
performance microbenchmarks, has been adopted in practice to de-
tect such regressions in an early stage of development. Developing
these microbenchmarks is costly, error-prone, and demands special-
ized expertise. Motivated by the recent progress of large language
models (LLMs) in code-related tasks, we study whether LLMs can
step in as performance experts to automate the generation of mi-
crobenchmarks for performance regression detection. While exist-
ing approaches typically depend on functional unit tests to generate
performance microbenchmarks, we instead design an LLM-based
approach, LLM4JMH, to assess the capability of LLMs in generating
reliable and effective performance microbenchmarks directly from
source code. We further explore how program analysis techniques,
such as static analysis, can enhance the reliability and effectiveness
of LLM-generated performance microbenchmarks. Experimental
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results show that LLM-generated performance microbenchmarks
achieve comparable bug detection effectiveness to expert-written
microbenchmarks, while reducing overall expected detection la-
tency by up to 52.60% across RxJava, Eclipse Collections, and Zipkin.
In the study, the generated tests can successfully identify six out
of 11 real-world performance bugs in Apache Flink. These results
demonstrate that LLM-based performance microbenchmark gener-
ation can automate early performance regression detection in con-
tinuous integration pipelines of the software development process
and reduce reliance on expert-crafted tests, advancing performance-
aware software engineering.
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1 Introduction

Performance regression is a common but often overlooked problem
in modern software systems [17, 19, 57]. Even small performance
regressions can degrade user experience or increase costs, yet these
issues are rarely detected by standard functional tests [48]. Per-
formance microbenchmarks are one of the most effective ways to
catch performance regressions through testing [23, 44], and have
become standard in areas such as operating systems [45], virtual
machines [7], and high-performance computing [35]. However,
writing performance microbenchmarks is time-consuming and re-
quires substantial manual effort and deep domain expertise [7, 8, 16].
Moreover, the lack of robust tooling deepens these challenges, hin-
dering the widespread adoption of performance microbenchmark
test practices [8, 20]. Therefore, most projects lack sufficient per-
formance tests, and performance regressions are often shipped into
production unnoticed.

To alleviate the substantial manual effort involved in crafting per-
formance microbenchmarks, several automated approaches have
been proposed to generate microbenchmarks compatible with the
Java Microbenchmark Harness (JMH) [37]. However, these meth-
ods exhibit critical limitations that hinder their practical effective-
ness. For instance, AutoJMH [43] often generates overly simplistic
microbenchmarks that fail to reflect realistic workload patterns
or sufficiently explore complex code paths, thereby limiting their
utility in detecting meaningful performance regressions. A more
recent approach, ju2jmh [20], attempts to convert existing JUnit
functional test cases into JMH-compatible performance microbench-
marks. Although ju2jmh leverages existing test suites to maintain
test coverage, it suffers from redundant microbenchmark genera-
tion, insufficient workload generation, and a tendency to produce
unstable microbenchmarks. Critically, the microbenchmarks pro-
duced by such automated methods still fall short of the reliability
and detectability offered by well-crafted manual microbenchmarks.

Motivated by the recent progress of large language models (LLMs)
in generating source code and test cases across various software
engineering tasks [41, 58], we conduct an empirical study to an-
swer the question: Is an LLM capable of generating effective mi-
crobenchmarks to detect performance regressions? To answer
this question, we present the first empirical study of using LLMs
to generate JMH microbenchmarks in Java applications. Specifi-
cally, we design an approach, LLM4JMH, for (1) assessing whether
LLMs can produce stable and reliable test cases for performance mi-
crobenchmarks, (2) detecting injected and real-world performance
regressions, (3) comparing their effectiveness with expert-written
and existing automated baselines. To further demonstrate the po-
tential of LLM-assisted performance microbenchmark generation,
we incorporate program analysis techniques (e.g., static analysis,
call graphs) to improve the quality of our approach.

To evaluate the effectiveness of LLM4JMH, we conduct experi-
ments on three widely used Java projects (RxJava, Eclipse Collections,
and Zipkin), where performance regressions are injected using mu-
tation testing with heavy-weight operators. Additionally, we assess
LLM4JMH on Apache Flink, which targets real-world performance

2149

Chen et al.

regressions that were reported and addressed by developers. The

empirical results demonstrate that microbenchmarks generated by

LLM4FMH outperform expert-written JMH test suites in detecting

performance regressions. Furthermore, we validate the effectiveness

of LLM4JMH in identifying real-world performance regressions,
successfully uncovering six of 11 issues in Apache Flink.
In summary, this paper makes the following contributions:

o To the best of our knowledge, we conduct the first empirical study
to explore the effectiveness of LLMs in generating performance
microbenchmarks to detect performance regression in the early
software development stage (continuous integration process).

e We conduct a comprehensive experiment to study the feasibility
of applying LLMs to generate a performance microbenchmark
for uncovering known and unknown performance regressions.

e We demonstrate the practical applicability of using LLMs for
early-stage performance regression detection, showing their ef-
fectiveness in real-world software systems, lowering the barrier
to systematic automated performance regression detection.

2 Methodology

Feedback: Syntax, Compilation,
Runtime Errors

Correctness
m/ Feedback Check
X (Static and
Dynamic)

C—
- -
Microbenchmark

Candidates l
R —0 — g

Performance Regression
Detection

— 5
Source Code Identify Performance- LM
Critical Functions

Microbenchmark Execution Generated Microbenchmarks

Figure 1. Overview of LLM4JMH: The diagram illustrates an LLM-
driven pipeline that generates performance microbenchmarks, using
feedback on syntax, compilation, and runtime errors to iteratively
refine and produce valid benchmarks.

To systematically investigate the effectiveness of LLMs to gener-
ate performance microbenchmarks, we conduct an empirical study
centered on JMH test suite generation and evaluation. Figure 1
outlines the overall design of LLM4JMH, which addresses three key
challenges: the high cost and expertise required for performance mi-
crobenchmark design, the scalability of large-scale microbenchmark
generation, and the instability of poorly generated microbench-
marks. Specifically, LLM4JMH consists of the following steps. First,
we employ LLMs to generate candidate microbenchmarks directly
from the codebase on a file-by-file basis. Since source files are
independent, generation can proceed in parallel, making scalabil-
ity depend only on the LLMs’ context window rather than the
repository size. Next, we validate the generated candidates through
automated checks at the syntax, compilation, and runtime levels.
Finally, we systematically assess the validated microbenchmarks
on several widely used Java projects to assess their effectiveness in
detecting both injected and real-world performance regressions, as
well as their measurement stability. We further compare the results
against expert-written and automated baseline benchmarks. Each
of these stages is described in detail in the following subsections.
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2.1 Microbenchmark Candidate Generation

To generate candidate microbenchmarks, we begin by providing the
LLM with a carefully designed prompt. The prompt design followed
an iterative, human-in-the-loop process with LLM assistance. We
first defined the objective, i.e. generating correct, runnable JMH
microbenchmarks for a given source code snippet following best
practices, and asked the LLM to propose multiple prompt variants.
Each was tested on a small set of representative classes, with JMH
experts assessing the resulting benchmark quality. Based on these
trials, we selected and refined the best-performing prompt through
iterative LLM-guided adjustments and expert review until the gen-
erated microbenchmarks were consistently sound. This prompt
directs the model to examine a given code unit and decide whether
it is suitable for performance benchmarking leveraging the internal
knowledge from the LLM. If the code is not appropriate for bench-
marking, the model is instructed to return a simple SKIP keyword
along with a short explanation. If the code can be benchmarked, the
model generates a valid JMH microbenchmark in throughput mode,
formatted using markdown-style code blocks to facilitate automatic
extraction. Once we obtain the generated microbenchmarks, we
apply a structured post-processing step to remove any irrelevant
text, ensure that class and file names are consistent, eliminate ex-
traneous explanations, and fix missing import statements where
possible. Nevertheless, the generated microbenchmarks may still
suffer from undeclared variables, invalid method calls, or incorrect
API usage, as the LLMs do not have a solid understanding of the
given project’s context. Consequently, we treat the generated mi-
crobenchmark as a plausible candidate, which is then passed to
the next stage for further validation of syntax, compilation, and
runtime behavior.

2.2 Correctness Feedback Check

Although LLMs can generate seemingly valid microbenchmarks,
correctness is not guaranteed. To ensure that only syntactically and
semantically valid microbenchmarks are selected, we embed gen-
eration in a structured correctness-feedback loop. Each candidate
undergoes a sequence of validation steps:

o Syntax Checker validates that the generated microbenchmark
adheres to Java syntax rules, includes necessary import state-
ments, and correctly applies JMH-specific annotations and idioms
to be parsed and understood by downstream tools.

e Compilation Checker attempts to compile the generated bench-
mark alongside the target system and its dependencies. This step
detects issues such as incorrect method signatures, invalid API
usage, missing types, or dependency mismatches that may result
from incomplete or outdated model knowledge.

o Runtime Checker executes the compiled benchmark in a con-
trolled (sandboxed) environment to confirm a successful comple-
tion. This ensures the benchmark targets the intended method,
exercises meaningful code paths, and avoids common runtime
failures such as NullPointerException or OutOfMemoryError.

A key feature of this design is a bounded retry mechanism: At
each stage, the LLM is tuned to T attempts (i.e., T = 10 empiri-
cally for optimal generalizability and cost-efficiency (see Figure 7b))
to repair invalid output. Diagnostic feedback (e.g., syntax errors,
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Table 1. Overview of the studied subjects. Contr. refers to the number
of contributors. SLOC is the source lines of code.

Subject Version Commit SHA Stars Contr. SLOC
RxJava 3.28.16 67¢949db  48.1k 299 315,482
Eclipse Collections ~ 12.0.0 b89e089b 2.5k 115 317,975
Zipkin 2.24.0 a36e0577 17.2k 156 39,915

compiler stack traces, or runtime exceptions) is converted into struc-
tured, human-readable prompts that guide the LLM in refining its
next attempt. If a microbenchmark fails the same check more than
T times, the pipeline conservatively discards generation for that
method. This prevents infinite loops and focuses computational
resources on feasible, high-quality tests.

This correctness feedback check serves three purposes: (1) It
filters out candidates that are impossible to fix due to ambiguous or
highly coupled source logic. (2) It gives the LLM multiple opportuni-
ties to resolve common generation pitfalls, such as missing imports,
misapplied annotations, or data mismatches. (3) It ensures that the
generated benchmarks exercise meaningful code paths, where we
define a microbenchmark as meaningful only if it is compilable and
executable. Microbenchmarks that fail to compile or execute are
considered non-meaningful, since they cannot exercise the targeted
benchmark code paths. Note that while the correctness feedback
check ensures validity, it does not guarantee that the generated
benchmark captures the targeted performance-critical behaviors.

3 Study Setup

To evaluate the performance of LLM4JMH, we conduct an empirical
study across real-world Java projects. This section details the stud-
ied subjects, execution environment, and benchmark configuration
to ensure reproducibility and practical relevance.!

3.1 Studied Subjects

In this study, we select three real-world Java projects from different
domains. The selected projects include RxJava [38], Eclipse Collec-
tions [13], and Zipkin [59]. These systems are chosen to reflect a
broad spectrum of runtime characteristics, e.g., event-driven con-
currency (RxJava), memory-intensive data structure operations
(Eclipse Collections), and I/O-heavy distributed tracing workloads
(Zipkin). This selection enables us to evaluate the effectiveness and
stability of LLM-generated microbenchmarks across varied archi-
tectural patterns and performance bottlenecks. The heterogeneity
of these subjects ensures that our empirical findings are robust
and generalizable to a wide range of software engineering contexts.
Detailed metadata, including repository size, commit history, and
versioning, is summarized in Table 1.

3.2 Execution Environment and Settings

We conduct our experiments using GPT OSS [14], a state-of-the-art
open-source LLM that supports code and natural language genera-
tion. All interactions with LLM are performed via its official API,
with parameters set to their default values. Specifically, we set the
temperature to 0 to ensure deterministic output, thereby enhancing
the reproducibility of our results.

IReplication packages: https://github.com/hitum-dev/icse26_llm4jmh_submission
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To ensure consistency across runs and resource isolation, each
JMH microbenchmark is executed on a dedicated VM, effectively
providing an exclusive allocation equivalent to 4 CPU cores and
16 GB of memory per microbenchmark. Instances are distributed
across multiple zones in us-central1l to increase capacity and re-
duce scheduling contention. All benchmarks run on Ubuntu 22.04
LTS (Jammy Jellyfish) with OpenJDK 21. This setup ensures that
each benchmark runs in isolation, minimizing interference from
other processes and enabling stable and reproducible measurements.
In total, our experiment consists of 55,527 microbenchmarks, each
comprising 5 warm-up iterations of 500ms and 30 measurement
iterations, with each iteration lasting 1 second.

4 Study Analysis

To systematically study the potential of LLMs in assisting software
practitioners with early-stage performance regression detection,
we aim to address four research questions.

4.1 RQ1: Can LLM-generated microbenchmarks
provide stable and reliable performance
regression detection?

4.1.1 Motivation. Microbenchmarks are widely adopted in per-
formance engineering for their fine-grained sensitivity to system-
level changes. However, their effectiveness in detecting perfor-
mance regressions depends critically on statistical stability. Mi-
crobenchmarks with high execution variability can trigger false
positives, reporting regressions where none exist, due to noise, non-
deterministic runtime behavior, or system fluctuations. Such spu-
rious alerts not only erode developer trust but also waste CI/CD
resources on unnecessary investigations. Thus, before using LLM-
generated microbenchmarks in performance regression detection
workflows, it is crucial to ask: Are these microbenchmarks trust-
worthy and consistent enough to rely on? To address these con-
cerns, this research question evaluates the statistical robustness
of LLM-generated microbenchmarks (LLM4JMH), in comparison
to expert-written JMH and automated Junit-to-JMH conversion
(ju2jmh) as baselines. We assess not only measurement variability
and convergence speed but also the potential of each benchmark
suite to minimize false positive detections.

4.1.2 Approach. To evaluate the statistical stability of benchmark
throughput measurements, we compute the Relative Standard De-
viation (RSD) [25, 26]. RSD captures how much variability exists
relative to the average performance, enabling us to distinguish
stable benchmarks from noisy ones. Formally, for a microbench-
mark with a set of throughput measurements, the RSD is defined as
RSD = £, where o is the standard deviation and y is the mean of
the measured throughput. Smaller RSD values indicate more stable
microbenchmarks. For example, an RSD of 1% implies that the mea-
surement variability is only 1% of the average throughput, which
is stable enough for detecting performance bugs [26]. To reduce
the impact of outliers, we report a robust variant of RSD, defined
as RSD = %, where MAD denotes the median absolute
deviation of the throughput measurements [31]. Throughout the
experiments, we use this robust formulation as our default RSD
metric unless otherwise stated. To mitigate JVM warm-up effects,
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Figure 2. Distribution of variability across different benchmark
suites, using RSD (%).

we perform five warm-up iterations of 500ms each. Afterward, each
microbenchmark is executed in 30 measurement iterations, each
lasting 1 second, during which throughput (operations per second)
is recorded. The RSD is then computed from these 30 post-warm-up
measurements. We consider microbenchmarks with RSD values
above 5% as unstable, as they are less suitable for detecting subtle
performance regressions [29]. Instead of using all available mi-
crobenchmarks in the codebase, we ensure a fair comparison by
evaluating the stability of microbenchmarks that target the same
methods across JMH, ju2jmh, and LLM4JMH. This eliminates cover-
age bias and isolates stability differences due solely to generation
methods.

To assess statistical precision and convergence behavior, we also
compute the Relative Confidence Interval Width (RCIW) [26]. RCIW
quantifies how tight the confidence interval is relative to the mean,
offering insight into measurement uncertainty across repeated runs.
Formally, for a given microbenchmark, the RCIW at confidence
level & (e.g., 99%) is computed as RCIW = %, where 1 is the
mean of throughput, Ucy and Ly are the upper and lower bounds
of the two-sided confidence interval for p. In our experiments,
we collect 30 measurements per microbenchmark, and use 10,000
bootstrap samples to compute a two-sided 99% confidence interval.
Lower RCIW values indicate greater measurement stability and
statistical confidence.

4.1.3 Results and Analysis. LLM4JMH benchmarks are sub-
stantially more stable than both expert-written JMH and
Jju2jmh. Figure 2 shows the distribution of RSD across three bench-
mark suites. It reveals that LLM4JMH microbenchmarks exhibit
tighter interquartile ranges and fewer extreme outliers compared to
Jju2jmh, indicating greater statistical consistency. Notably, the result
of Eclipse Collections demonstrates this contrast most clearly. To
provide more detailed insights, Table 2 reports the RSD values for
benchmarks partitioned by fixed thresholds: those with RSD < 1%

Table 2. Stability analysis showing the percentage of benchmarks
classified as stable (RSD < 1%) or unstable (RSD > 5%).

RxJava  Eclipse Collections  Zipkin

JMH 48.16 27.25 56.86

Stable ju2jmh 54.80 68.81 60.91
LLM4JMH 63.78 75.98 81.57

JMH 4.10 14.12 0.00

Unstable  ju2jmh 3.92 0.25 0.36
LLM4JMH 6.62 5.08 1.61
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Figure 3. The box-plots of calculated RCIW for all benchmark suites in RxJava. The Eclipse Collections and Zipkin show similar tendencies.

Detailed results are available in the replication packages.

are considered stable [26], while those with RSD > 5% are consid-
ered unstable [20, 21]. Across all systems, LLM4JMH consistently
outperforms both expert-written JMH and ju2jmh in reducing mea-
surement variability, especially within the stable subset. In Eclipse
Collections, for example, the proportion of stable LLM4JMH bench-
marks is 75.98%, which is markedly higher than the 27.25% observed
in JMH. Similar improvements are evident in RxJava and Zipkin,
where LLM4JMH achieves 63.78% and 81.57% stable microbench-
marks, respectively, again significantly better than the JMH and
ju2jmh baselines. Even within the unstable subset, LLM4JMH bench-
marks achieve RSD comparable to expert-written JMH tests, such
as 6.62% in RxJava and 1.61% in Zipkin.

LLM4JMH benchmarks converge faster than ju2jmh and
show comparable convergence behavior to expert-written
microbenchmarks. Beyond stability, we evaluate the conver-
gence tendencies of microbenchmarks using the RCIW. As shown
in Figure 3, LLM4JMH benchmarks converge more quickly than
Jju2jmh, with RCIW values converging below 0.03 by the 10th iter-
ation in most settings. This behavior is particularly important in
CI/CD pipelines, where fast and trustworthy performance signals
are critical. In Eclipse Collections and Zipkin, LLM4JMH not only
reaches stability earlier but also maintains lower RCIW dispersion
across benchmarks, demonstrating that LLM4JMH enables efficient
and statistically meaningful measurements with limited overhead.

LLM4JMH benchmarks demonstrate a lower likelihood of
false positive detections. A core concern with unstable bench-
marks is the elevated likelihood of false positives, i.e., incorrectly
identifying regressions due to high variance rather than genuine
performance shifts. Microbenchmarks with high RSD or slow RCIW
convergence exacerbate this issue. The data shows that LLM4JMH
exhibits lower false alarm potential due to its more stable RSD pro-
files and tighter confidence bounds, whereas ju2jmh frequently suf-
fers from erratic variability even under repeated execution. Further
evidence presented in Section 5.5 substantiates this observation.

RQ1 Takeaway: LLM4JMH achieves significantly better sta-
tistical stability than automated baselines such as ju2jmh
and achieves performance comparable to expert-written mi-
crobenchmarks.

4.2 RQ2: To what extent can domain knowledge
improve the quality of LLM-generated
performance microbenchmarks?

4.2.1 Motivation. While LLMs show promise in generating per-

formance microbenchmarks, their outputs often lack awareness

of key performance engineering heuristics. Expert practitioners
typically avoid benchmarking overly long methods or those with
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many callees, as such structures introduce noise from diverse con-
trol paths, hidden state changes, and non-deterministic behavior,
making it difficult to isolate and interpret performance regressions.
Instead, experts target concise, semantically meaningful methods
to ensure stable and interpretable measurements, often refactoring
benchmarks to focus on inner or frequently invoked routines.

This motivates a key question: Can domain knowledge, e.g.,
static analysis over call graph depth and method complexity,
improve the stability and diagnostic value of LLM-generated
microbenchmarks? RQ2 investigates whether employing domain
knowledge such as structural properties can steer generative models
toward microbenchmarks that are not only valid, but also statisti-
cally stable and practically actionable.

4.2.2 Approach. To improve the stability of LLM-generated mi-
crobenchmarks, we inject domain knowledge in the form of struc-
tural code analysis. Specifically, we empirically profile microbench-
marks generated for RxJava, examining two static features known
to affect runtime variance: (1) the total lines of code (LOC) in the
transitive call graph, and (2) the number of distinct method invoca-
tions. As shown in Figure 4, benchmarks with transitive call graphs
exceeding 25 LOC or invoking five or more distinct methods exhibit
substantially higher RSD, often exceeding 40-60%. These patterns
align with expert practices in microbenchmark design, where mini-
mal control flow and reduced execution depth are favored to ensure
reproducible results.

Guided by these insights, we define conservative structural thresh
olds and apply them as filters to all generated benchmarks. Notably,
the same thresholds, derived from RxJava, generalize well to Eclipse
Collections and Zipkin, suggesting the effectiveness of these heuris-
tics across systems. This filtering step forms the core of our domain
knowledge selection strategy, enhancing measurement reliability.

ﬁ r <
A o
[ / § 10— —
WA | / i
\/ |
0

510 15 20 25 30 1
Lines of Code

Figure 4. Analysis of static code features for LLM-generated mi-
crobenchmarks in RxJava: (left) distribution of LOC in transitive
call graph; (right) distribution of distinct method invocations.
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4.2.3 Results and Analysis. Employing domain knowledge
selection into LLM-generated microbenchmarks improves
their stability by reducing RSD.

Figure 5 and Table 3 provide a comparative analysis of the stabil-
ity of LLM-generated microbenchmarks with and without domain
knowledge selection (LLM4JMH vs. LLM4JMH+). The results high-
light the tangible benefits of incorporating static code insights into
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Figure 5. Impact of domain knowledge selection on the stability of
LLM-generated microbenchmarks, using RSD (in %).

the microbenchmark generation process. Across all three systems,
LLM4JMH+ consistently reduces variability as measured by RSD. In
RxJava, for example, the median RSD drops substantially, and the
distribution becomes more compact with fewer high-variance out-
liers. Similar trends are observed in Eclipse Collections and Zipkin,
underscoring the generalizability of the approach across domains.

Table 3 further quantifies the improvement by partitioning bench-
marks into stable (RSD < 1%) and unstable (RSD > 5%) groups. In
all cases, LLM4JMH+ either improves or matches the stability of its
baseline counterpart. Notably, the proportion of unstable bench-
marks drops from 6.62% to 6.01% in RxJava, from 5.15% to 1.88%
in Eclipse Collections, and from 3.92% to 1.88% in Zipkin. These re-
ductions suggest that selection via domain knowledge mitigates
structural factors that lead to high measurement noise, such as
long call chains or excessive method dispatch. The stable group
remains competitive or improves slightly, indicating that the struc-
tural constraints help steer generation away from inherently noisy
benchmarks without restricting the diversity of microbenchmarks.

RQ2 Takeaway: Integrating domain knowledge selection for
LLM4JMH, i.e., LLM4JMH+, significantly improves benchmark
stability across all systems.

4.3 ROQ3: How effective can LLMs assist in
detecting performance regressions?

4.3.1 Motivation. An effective microbenchmarking suite must
detect performance regressions with high precision, especially in
CI/CD settings where throughput anomalies can indicate subtle
but impactful bugs. This research question investigates whether
LLM4JMH+ can effectively and efficiently identify artificially in-
jected performance regressions by comparing its detection capabil-
ity against expert-written microbenchmarks (JMH) and microbench-
marks automatically converted from unit tests (ju2jmh).

Table 3. Stability impact of domain knowledge on LLM-generated
microbenchmarks, reporting the proportion classified as stable (RSD
< 1%) or unstable (RSD > 5%). The best results are marked in bold.

RxJava  Eclipse Collections  Zipkin

saple | LLMUMH 6378 75.98 81.57
LLM4JMH+  64.36 77.06 83.10
LLMAMH 662 5.15 3.92

Unstable 1 yimviie 6,01 1.88 1.88
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Table 4. Detection effectiveness and capability of benchmark suites.

Mutation Sensitivity Mutation Score

Subject Benchmark
Suites 1% 5% 10% 50% 90% 1% 5% 10% 50% 90%

JMH 29.99 26.01 24.80 23.08 17.88 100.00 100.00 100.00 82.61 82.61
RxJava ju2jmh 65.67 63.56 62.35 55.34 41.86 100.00 100.00 100.00 100.00 91.30
LLM4JMH+ 59.94 51.24 49.24 41.22 26.83 100.00 100.00 100.00 86.96 82.61

JMH 28.8519.92 13.77 2.70 0.00 81.48 81.48 81.48 62.96 0.00
Eclipse ju2jmh 83.61 67.65 49.58 10.50 0.84 81.48 74.07 70.37 33.33 7.40
Collections LLM4JMH+ 95.73 95.28 94.55 69.42 1.18 81.48 81.48 81.48 81.48 33.33

JMH 45.45 41.11 35.57 32.41 27.67 81.25 81.25 81.25 68.75 68.75
Zipkin ju2jmh 49.92 45.84 42.43 36.41 29.96 93.75 93.75 87.50 87.50 87.50
LLM4JMH+ 45.45 45.45 45.45 42.42 42.42 87.50 62.50 43.75 37.50 37.50

Mutation sensitivity: percentage of microbenchmarks that detect at least one mutant. Mutation
score: percentage of mutants detected by at least one microbenchmark. Threshold columns (1%, 5%,
etc.) denote the minimum performance regressions J required for detection. Higher values indicate
stronger detection effectiveness and broader bug detection capability.

4.3.2 Approach. To evaluate the effectiveness of LLM4JMH+ in
detecting performance regressions, we simulate synthetic faults via
controlled mutation and assess detection effectiveness, capability,
and efficiency across benchmark suites.

Evaluation Pipeline. We establish a rigorous pipeline to ensure
fair and comparable evaluation across three benchmark suites, i.e.
JMH, ju2jmh, and LLM4FMH+.

Step 1: Identifying intersections of methods. We begin by
identifying the intersection of methods exercised across all three
suites to guarantee that the injected performance bugs are accessible
and testable. For each method, we select only the benchmark cases
that invoke it directly or transitively, thereby eliminating irrelevant
executions and ensuring targeted analysis. We then inject perfor-
mance regressions using a lightweight mutation strategy, specif-
ically inserting a heavy-weight operator (HWO) (Thread.sleep(0,
1)) to simulate minor slowdowns. We use Thread.sleep(0,1) as it
introduces the smallest portable delay in Java (i.e., 1 nanosecond)
that cannot be optimized away yet accumulates into measurable
overhead on hot paths. This provides a stable, cross-platform way
to emulate micro-regressions. If benchmarks can detect this tiny
slowdown, larger regressions will be even more easily observable.
Finally, each benchmark suite is executed on both the original and
mutated versions of the system, and we assess their ability to detect
regressions based on statistical differences in throughput.

Step 2: Determining mutation targets. To determine muta-
tion targets, we profile invocation frequencies of common methods
across benchmark suites. Because the same method can be exer-
cised by different numbers of microbenchmarks in each suite, we
sort methods by hit count, prioritizing JMH, then LLM4JMH+, and
finally ju2jmh. We apply a stratified sampling strategy across the hit
count distribution to avoid bias toward frequently invoked meth-
ods while ensuring diversity in code coverage. Mutation targets are
selected from the intersection of methods covered by all benchmark
suites, ranked by their hit counts in expert-written JMH tests, and
distributed into 30 stratified buckets using an equal step size of

Table 5. Average, worst-case, and total detection times (in seconds)
required to uncover performance bugs at a 1% degradation threshold.

Benchmark RxJava Eclipse Collections Zipkin

Suites Worst Average Total Worst Average Total Worst Average Total

JMH 4,947 107 7,020 11,155 112 15,633 1,043
ju2jmh 86,780 49 252,687 142,203 38 867,425 8,301
LLM4JMH+ 1,321 54 3,217 470 33 10,237 1,273

Lower values indicate higher efficiency. Best results are marked in bold.

70 1,853
64 16,510
70 2,275
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[max(hit)/307. Buckets containing no eligible methods naturally
reduce the total number of mutations, yielding 23, 25, and 16 final
targets for RxJava, Eclipse Collections, and Zipkin, respectively.

Step 3: Quantifying performance regressions. To quantify
the severity of performance regressions introduced by synthetic
faults, we define the bug size using the upper bound of the confi-
dence interval of the throughput ratio, calculated via nonparametric
bootstrap resampling [18]. Let B be a set of microbenchmarks that
invoke the mutated method, either directly or transitively. Let o
and m represent the original and mutated versions of the system,
respectively. Given a microbenchmark b € 8, we execute b on
both versions and the bug size is defined by bug_size(m, 0;b) =
1 — Ugrcr(b, m; 0), where Upcy(b, m; 0) denotes the upper bound of
the 99% confidence interval for the throughput ratio RCI, = 17 /117,
and /12", ,ug are the average throughputs of benchmark b on the
mutated and original systems, respectively. The confidence in-
terval is computed using bootstrap resampling with 10,000 iter-
ations [18]. A microbenchmark b is said to detect (kill) the muta-
tion if the bug size exceeds a performance degradation threshold
d, i.e., bug_size(m,0;b) > 8. A higher bug size indicates a more
severe performance regression exposed by the benchmark. This
corresponds to a statistically significant performance drop with
99% confidence, as estimated by the upper bound of the throughput
ratio’s bootstrap confidence interval.

Step 4: Evaluating the effectiveness and capability of dif-
ferent benchmark suites. To evaluate the effectiveness and ca-
pability of benchmark suites in detecting performance regressions,
we adopt two complementary metrics: mutation sensitivity and mu-
tation score, both parameterized by the performance degradation
threshold &. Detection effectiveness reflects how frequently individ-
ual microbenchmarks are able to reveal performance faults. We
quantify this using mutation sensitivity, defined as the proportion
of benchmarks in a suite that detect the mutant. A higher sensi-
tivity indicates that bug-detecting behavior is broadly distributed
across the suite, which is desirable for robustness. Detection capa-
bility, on the other hand, captures the overall bug coverage of the
benchmark suite, i.e., whether all injected performance regressions
can be detected. This is measured by the mutation score, defined
as the percentage of mutants that are detected by at least one mi-
crobenchmark. A higher mutation score implies that the suite is
capable of covering a wider range of performance regressions, even
if detection is concentrated in a small number of tests.

Step 5: Assessing detection efficiency. To assess detection
efficiency, we first estimate the number of benchmark executions re-
quired to uncover a regression using an analytical model. We define
the detection rate r as the mutation sensitivity, i.e., the proportion
of microbenchmarks in 8 that detect at least one mutant in M
under threshold 8. This benchmark-centric probability quantifies
the likelihood that a randomly selected benchmark will reveal a
performance bug. Assuming benchmarks are selected uniformly at
random without replacement, the expected number of executions
needed to detect a regression follows a negative hypergeometric

C . . _ 8|+
distribution, i.e. expected detection effort = B
the total number of microbenchmarks. This reflects the average
number of executions needed to encounter a successful test under

random selection without replacement. To model the worst-case

where |B] is
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scenario, where all ineffective microbenchmarks precede any ef-
fective one, we define worst-case detection effort = |B| x (1 —r) + 1.
In addition, we introduce maximal detection effort, which corre-
sponds to executing all microbenchmarks in the suite, regardless
of whether any bug is detected. This upper bound is especially
relevant in real-world CI/CD workflows, where regressions are rare
and all microbenchmarks may be executed to validate performance
stability. Although the best-case detection effort is trivially 1 (i.e.,
detection on the first benchmark execution), it is only meaningful
when at least one microbenchmark satisfies the detection criterion.
If no microbenchmark can detect any mutant for a given threshold
§, then all detection effort metrics become undefined. In our anal-
ysis, we report effort metrics only when detection is achievable.
To obtain detection latency, we multiply the expected and worst-
case detection effort by the average runtime of a microbenchmark.
This yields practical estimates of average and worst-case detec-
tion time. These estimates enable comparison of not just detection
effectiveness but also time efficiency across benchmark suites, of-
fering insight into their utility under resource-constrained settings.
Together, the expected detection time, worst-case detection time,
and total execution time, offer a comprehensive view of a suite’s
efficiency under both bug-present and bug-absent scenarios.

4.3.3 Results and Analysis. LLM4JMH+ exhibits strong effec-
tiveness in detecting subtle performance regressions, outper-
forming JMH and approaching or exceeding ju2jmh in Rx-
Java and Eclipse Collections. However, their sensitivity dimin-
ishes in Zipkin. Table 4 summarizes the percentage of microbench-
marks that successfully identify injected performance faults across
varying thresholds. For RxJava, LLM4JMH+ microbenchmarks de-
tect 59.94% of mutants at the 1% degradation level, outperforming
JMH (29.99%) and approaching the performance of ju2jmh (65.67%).
In Eclipse Collections, LLM4JMH+ achieves the highest detection
rate across all thresholds, identifying over 95% of mutants at 1%
degradation. These findings confirm that LLM4JMH+ possesses
high sensitivity to subtle regressions, particularly in computation-
intensive systems. However, in Zipkin, a system dominated by asyn-
chronous I/O and tracing logic, the detection rates plateau near
45% for all benchmark suites. This suggests that throughput-based
microbenchmarks may face inherent limitations when targeting
control-heavy or latency-sensitive code paths.

LLM4JMH+ achieves the most efficient performance regres-
sion detection across all systems, significantly reducing both
detection latency and total execution time compared to JMH
and ju2jmh. As such, it is well-suited for CI pipelines, offer-
ing fast feedback with minimal overhead. Table 5 compares
the efficiency of the three benchmark suites, i.e., JMH, ju2jmh, and
LLM4JMH+, in detecting injected performance bugs under a 1%
degradation threshold. The evaluation includes average detection
latency, worst-case detection latency, and total execution time, re-
flecting practical costs in CI pipelines.

Across all systems, LLM4JMH+ consistently yields the low de-
tection latency, achieving an effective balance between precision
and runtime overhead. In RxJava, it reduces worst-case detection
time to 1,321 seconds, outperforming JMH (4,947s) and significantly
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surpassing ju2jmh (86,780s). Average detection time is also com-
petitive, with LLM4JMH+ needing only 54 seconds, versus 107s
(JMH) and 49s (ju2jmh). The total time for running all microbench-
marks is also lowest (3,217s), demonstrating its advantage when no
bug is present. In Eclipse Collections, LLM4JMH+ again leads with
the shortest worst-case (470s) and average (33s) detection times,
and its total execution time (10,237s) is far lower than ju2jmh’s
extremely high 867,425s and JMH’s 15,633s. In Zipkin, a latency-
sensitive, IO-bound system, all benchmark suites show somewhat
reduced performance. However, LLM4JMH+ still provides competi-
tive efficiency: 70s average and 1,273s worst-case detection latency,
comparable to JMH (70s / 1,043s) and ju2jmh (64s / 8,301s). The
total execution time remains favorable at 2,275s, lower than ju2jmh
(16,510s) and slightly above JMH (1,853s), illustrating the strength
of LLM4JMH+ under practical runtime constraints.

These results confirm that LLM4JMH+ offers a compelling ad-
vantage in detection efficiency, minimizing time-to-detection and
total test overhead, both of which are crucial in continuous in-
tegration environments. Its efficient microbenchmark targeting
and non-redundant design directly contribute to faster regression
surfacing with fewer executions.

RQ3 Takeaway: LLM4JMH+ achieves comparable or superior
detection rates while drastically reducing detection latency and
total runtime.

4.4 RQ4: Can generated performance
microbenchmarks detect real-world
performance regressions?

4.4.1 Motivation. While evaluation of mutation-based perfor-
mance regressions (RQ3) offers a controlled setting for measur-
ing microbenchmark sensitivity, it is crucial to validate whether
LLM4JMH+ can detect genuine performance regressions occurring
in real-world development workflows. Real-world performance re-
gressions often stem from subtle inefficiencies tied to evolving APIs,
concurrency, and architectural changes, posing different challenges
than synthetic mutations.

4.4.2 Approach. To assess real-world applicability, we curate
11 developer-confirmed performance regressions from the Apache
Flink project [3]. We identify these bugs using the Apache JIRA
tracker? by issuing the following JQL query:

project = FLINK AND (summary ~ "performance regression" OR
description ~ "performance regression" OR labels in
("performance", "perf", "slow", "slowdown"))

We retain only issues with clear, reproducible performance degra-
dation and corresponding patches.

For each selected issue, we construct two system snapshots, i.e.,
the mutant version is the commit that introduces the performance
regressions, and the baseline version is the commit immediately
prior to the mutant one. For example, the performance regression
is introduced by FLINK-16535 at commit #d7525ba, and the prior
version at commit #a267019 is considered as the baseline one.

We then reuse the methodology from RQ3: run the generated
benchmark suite 30 times on both versions, compute the throughput

Zhttps://issues.apache.org/jira/projects/FLINK/issues/FLINK-36975filter=
allopenissues

2155

Chen et al.

Table 6. Detection effectiveness and capability in real-world perfor-
mance regressions in Apache Flink.

Mutation Sensitivity Mutation Score

1% 5% 10% 50% 90% 1% 5% 10% 50% 90%

32.34 18.56 3.27 0.00 0.00 54.54 33.24 5.24 0.00 0.00

ratio using RCI (Ratio of Means) with 10,000 bootstrap iterations,
and identify a performance regression if the upper bound of the 99%
confidence interval (Urcy) is below 1 — &, where § is the predefined
bug size threshold.

4.4.3 Results and analysis. LLM4JMH+ effectively detects
real-world performance regressions, identifying over 50% of
confirmed cases at low degradation thresholds. Table 6 summa-
rizes the detection capabilities of LLM4JMH+ on real-world perfor-
mance regressions in Apache Flink, using both mutation sensitivity
and mutation score. At a 1% performance degradation threshold,
32.34% of microbenchmarks detected at least one regression, while
54.59% of injected regressions were caught by some microbench-
marks. However, detection drops rapidly at higher performance
degradation: only 1.27% of microbenchmarks catch 10% regressions,
and none detect 50% or above.

Real-world performance regression involves heavy-weight
operations. To examine whether real-world bugs share struc-
tural similarities with the synthetic HWOs introduced in prior
RQs, we manually analyzed the root causes of two representa-
tive regressions, FLINK-17799 and FLINK-32685, as shown in Fig-
ure 6. In both cases, the performance degradation stemmed from
repeated, unguarded invocation of expensive, stateful components
in performance-critical paths. For example, FLINK-17799 repeat-
edly called inputGate.requestPartitions(), involving virtual dispatch,
synchronization, and memory access. The patch resolved the issue
by introducing a local flag to prevent redundant calls, yielding a
4.5x throughput improvement. Similarly, FLINK-32685 introduced
changelog-related logic within a latency-sensitive mailbox loop,
resulting in cumulative slowdown. The fix involved conditional
bypassing of unnecessary metrics updates. These findings confirm
that HWOs, i.e., methods with non-trivial side effects and large exe-
cution footprints, are a common source of real-world performance
regressions.

What we learned from undetected regressions. We manually
inspect the real-world regressions undetected by LLM4JMH+, re-
vealing structural blind spots in our approach. First, regressions
arise from cross-module or feedback-driven interactions, such as
mailbox scheduling and adaptive throughput control in FLINK-
14304 and FLINK-23451, where slowdowns appear only under con-
current or long-running execution that file-level benchmarks can-
not capture. Second, regressions such as FLINK-19010 and FLINK-
25511 involve resource lifecycle effects, including checkpoint recov-
ery and materialization across task restarts, which fall outside the
short steady-state window of microbenchmarks. Third, fixes like
the batching optimization in FLINK-30533 address fine-grained call
stack overheads visible only through end-to-end pipeline profiling.
Thus, LLM4JMH+ reliably detects local inefficiencies yet struggles
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--- flink-runtime/.../AbstractRecordReader. java

+++ flink-runtime/.../AbstractRecordReader.java

@@ -66,7 +68,10 @@ protected boolean getNextRecord(T target) throws IOException,
< InterruptedExcepti

// The action of partition request was removed from InputGate#setup since

< FLINK-16536, and this is the only

// unified way for launching partition request for batch jobs. In order to avoid
< potential performance concern,

// we might consider migrating this action back to the setup based on some

< condition judgement future.

- inputGate.requestPartitions();

+ if (!requestedPartitions) {

+ inputGate.requestPartitions();

+ requestedPartitions = true;

+

}
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--- a/flink-streaming-java/.../StreamTask. java
+++ b/flink-streaming-java/.../StreamTask. java
@@ -596,7 +596,8 @@ protected void processInput(MailboxDefaultAction.Controller
< controller) throws E
} else if (!inputProcessor.isAvailable()) {
timer = new GaugePeriodTimer(ioMetrics.getIdleTimeMsPerSecond());
resumeFuture = inputProcessor.getAvailableFuture();
} else if (changelogWriterAvailabilityProvider != null) {
+ } else if (changelogWriterAvailabilityProvider != null
+ && !changelogWriterAvailabilityProvider.isAvailable()) {
// waiting for changelog availability is reported as busy
timer = new GaugePeriodTimer(ioMetrics.getChangelogBusyTimeMsPerSecond());
resumeFuture = changelogWriterAvailabilityProvider.getAvailableFuture();

Figure 6. (left) Fix for FLINK-17799: avoids repeated partition requests in batch jobs. (right) Fix for FLINK-32685: prevents redundant changelog

operations in the mailbox loop.

Table 7. Anti-pattern analysis. The anti-pattern rate is defined as the
number of detected cases in each anti-pattern category divided by
the total number of benchmarks in the suite.

Subject Benchmark Suites RETU LOOP FINAL INVO FORK Overall
RxJava JMH 092 691 0.00 0.00 0.00 645
LLM4JMH 414 286 043 0.00 0.00 7.43
Eclipse JMH 16.31 18.62 0.58 0.00 0.00 35.51
Collections LLM4JMH 7.15 330 0.09 0.00 0.00 10.54
s JMH 8.22 0.00 0.00 0.00 0.00 8.22
Zipkin
LLM4JMH 571 1.14 0.00 0.00 0.00 6.86

The "Overall" column reports aggregated anti-pattern rate across all
categories for each benchmark suite. Values are given in percentages (%)

with emergent system-level regressions driven by asynchronous
control or cumulative state.

RQ4 Takeaway: LLM4JMH+ demonstrates strong practical util-
ity by detecting over 50% of real-world performance regres-
sions at low degradation thresholds (6 = 1%), confirming the
suitability for CI/CD-based performance regression monitoring.

5 Discussion

This section synthesizes our empirical findings and examines how
LLM-generated microbenchmarks behave across multiple dimen-
sions of quality.

5.1 Microbenchmark Anti-Patterns Analysis

To examine whether LLM-generated microbenchmarks exhibit
known JMH anti-patterns (e.g., dead-code elimination, constant
folding, or missing benchmark state isolation), we used SpotJMH-
Bugs [8], a static analysis tool designed to identify five common

JMH anti-pattern categories (i.e., RETU, LOOP, FINAL, INVO, FORK).

Since SpotJMHBugs reports false positives, two authors with JMH
background jointly conducted a manual validation. The authors
independently labeled each detected result from SpotJ]MHBugs,
achieving Cohen’s kappa coeflicient [34] of 91%, and any disagree-
ments were resolved by discussion.

LLM4JMH exhibits anti-pattern rates that are compara-
ble to expert-written JMH benchmarks. As shown in Table 7,
LLM4JMH shows fewer anti-patterns in Eclipse Collections, with
much lower RETU, LOOP, and FINAL rates, resulting in an overall
rate of 10.54% compared to 35.51% in the expert-written JMH. In
Zipkin, LLM4JMH likewise produces lower RETU (5.71% vs. 8.22%)
and only minor LOOP misuse, yielding a slightly lower overall rate
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Figure 7. Effectiveness and convergence of correctness feedback. (a)
Number of generated benchmarks passing syntax, compilation, and
runtime validation across subjects. (b) Pass-rate improvement over
up to ten feedback-guided repair attempts (T), showing convergence
for RxJava; Eclipse Collections and Zipkin exhibit similar trends.
Detailed results are in the replication packages.

(6.86% vs. 8.22%). For RxJava, LLM4JMH has higher RETU (4.14%
vs. 0.92%) but fewer LOOP cases (2.86% vs. 6.91%), with FINAL and
INVO remaining rare in both suites. Overall, LLM4JMH achieves
structural correctness on par with expert-written microbenchmarks,
and in some projects, shows fewer common anti-pattern categories.

5.2 Impact of Correctness Feedback Check

To quantify the effectiveness of our correctness feedback check, we
define two key metrics: (1) Passed Files denote generated benchmark
classes (one per source file) in which all emitted microbenchmark
methods successfully satisfy a given validation stage (syntax, com-
pilation, or runtime). (2) Pass Rate is the proportion of benchmark
classes that pass a specific stage. For example, a 90% runtime pass
rate indicates that 90% of generated classes execute without errors,
with all contained benchmarks running successfully.

The correctness feedback check is capable of filtering out
invalid benchmarks, ensuring that only fully runnable mi-
crobenchmarks reach evaluation. Figure 7a reports the number
of passed files across the three subjects. For RxJava, nearly all 448
generated benchmarks pass all stages. In contrast, Eclipse Collec-
tions and Zipkin show sharp drop-offs from syntax to runtime (196
and 56 valid files, respectively), indicating that syntactic and com-
pilation correctness alone does not ensure semantic executability.
This highlights the importance of the correctness feedback check
in producing benchmarks that yield meaningful performance data
for regression detection.

Feedback-guided repair converges quickly, producing exe-
cutable benchmarks within a small number of refinement
steps. Figure 7b shows how pass rates evolve with repeated repair
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Table 8. Detection effectiveness and capability of benchmark suites
across multiple LLMs.

Mutation Sensitivity Mutation Score

Subject Benchmark Suites

1% 5% 10% 50% 90% 1% 5% 10%  50% 90%

GPT 0SS (120B) 62.79 57.26 54.62 44.47 36.35 100.00 100.00 100.00 100.00 100.00
RxJava Gemini 2.0 Flash 74.25 70.58 68.86 59.10 46.01 100.00 100.00 100.00 100.00 100.00
Qwen 2.5 Coder (32B) 79.23 76.06 74.65 66.20 51.76 100.00 100.00 100.00 93.33 80.00

GPT OSS (120B) 16.96 3.69 1.38 0.00 0.00 90.91 81.81 54.55 0.00 0.00
Eclipse Gemini 2.0 Flash 15.83 3.42 2.00 0.00 0.00 100.00 63.63 36.36 0.00 0.00
Collections Qwen 2.5 Coder (32B) 10.99 0.00 0.00 0.00 0.00 63.64 0.00 0.00 0.00 0.00

GPT OSS (120B) 14.75 2.95 1.64 0.00 0.00 81.82 54.55 54.55 0.00 0.00
Zipkin Gemini 2.0 Flash 21.54 5.13 1.03 0.00 0.00 81.82 36.36 18.18 0.00 0.00
Qwen 2.5 Coder (32B) 3.45 3.45 0.00 0.00 0.00 9.09 9.09 0.0 000 0.00

attempts. Across all subjects, pass rates increase sharply within the
first few iterations and stabilize around T = 10. RxJava achieves
near-perfect pass rates (>98%) after two attempts, while Eclipse Col-
lections and Zipkin rise from 40-60% to above 90% (see replication
packages). These results validate that iterative refinement efficiently
transforms raw LLM output into a syntactically, semantically, and
runtime-valid benchmark corpus.

5.3 Impact of different LLMs

Following the RQ3 methodology, we evaluate three commonly used
LLMs: GPT-0SS, Gemini-2.0-Flash (Gemini), and Qwen-2.5-Coder
(Qwen). These models are chosen based on their descending code
generation capability as reported by the Aider leaderboard [1].
This allows us to assess how an LLM’s code-generation strength
influences the effectiveness of LLM4JMH.

LLMs with stronger code-generation capability detect per-
formance regressions more effectively. As shown in Table 8, all
three models achieve near-perfect scores in RxJava, indicating that
lower-capability models suffice when runtime behavior is simple.
However, in Eclipse Collections and Zipkin, Qwen’s accuracy col-
lapses beyond 5% slowdowns, while GPT-OSS and Gemini maintain
high detection rates of up to 50% (e.g., GPT-OSS detects 54% of 10%
regressions in Zipkin vs. Qwen’s 0%).

5.4 Qualitative Analysis of Microbenchmarks

To qualitatively understand the strengths and limitations of our
approach, we conducted a manual analysis of microbenchmarks
from RxJava, Eclipse Collections and Zipkin across our generated (by
LLM4JMH) and expert-written benchmarks. Our analysis focused
on performance regressions that were detected by one type of
benchmarks but not by the other (e.g., detected by LLM4JMH but not
by expert-written benchmarks). In total, we identified 30 mutants
at the bug size of 1% and 99%. We chose these bug sizes for our
qualitative study, due to them being the two extreme scenarios
that correspond to the easiest and most challenging performance
regressions to be detected by both approaches in our settings. For
each regression, we selected one benchmark from those generated
by LLM4JMH and one benchmark that is expert-written, based
on the hitting ratio. We selected benchmarks for the qualitative
analysis based on their hitting ratio, as prior work [20] has shown
that benchmarks with a higher hitting ratio are more likely to detect
regressions.

Two authors of this paper jointly reviewed all selected perfor-
mance regressions and corresponding benchmarks to learn why
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each benchmark was or was not able to detect a performance re-
gression. We split up the selected performance regressions into
two groups: synchronous functions, and asynchronous functions.
Subsequently, the two authors independently annotated each per-
formance regression and benchmark based on the learned groups
and calculated the level of agreement between their labels, which
resulted in a Cohen’s kappa coefficient of 93%. In cases where two
authors assigned different labels, they discussed the discrepancies
until reaching a consensus. We analyze the benchmarks for each
regression group and demonstrate the insights in this subsection.

Synchronous functions (73.3% cases): Performance regres-
sions in synchronous functions are likely to be detected by our
LLM4JMH approaches. Our analysis revealed that LLM4JMH is
particularly effective at identifying performance regressions caused
by changes within the synchronous function. In contrast, expert-
written benchmarks often involve multiple interacting functions,
which can obscure subtle regressions within individual methods
due to interprocedural noise (see replication packages). In fact,
54.54% of the performance regression cases in synchronous func-
tions cannot be detected by expert-written benchmarks due to the
involved multi-function call scenarios, where the regression effect
was diluted or masked. This finding suggests that LLM-generated
benchmarks, by isolating functions and minimizing extraneous in-
teractions, are more effective at capturing fine-grained performance
issues stemming from localized code changes.

Asynchronous functions (30% cases): Our analysis shows that
for the easiest performance regressions to detect (1% bug size) in
asynchronous functions, the benchmarks generated by LLM4JMH
perform comparably to those written by experts (44.44% vs. 55.55%).
Such asynchronous functions generally have simple implemen-
tations. However, for the most challenging performance regres-
sions to detect (99% bug size), the expert-written benchmarks per-
form significantly better. These more challenging cases involve
asynchronous functions with complex implementations, as illus-
trated in our replication packages. In this scenario, only 25% of the
LLM-generated benchmarks successfully identified the regressions,
compared with 75% of the expert-written benchmarks. LLM4JMH
struggles to effectively capture the most challenging performance
regressions in asynchronous functions. We conjectured that this
is due to the limitations of LLMs in modeling and reasoning about
concurrency primitives and asynchronous execution patterns. This
highlights the importance of integrating such advanced program-
ming knowledge into LLM-based code models.

5.5 False-Positive Rate in LLM4JMH

To evaluate the robustness of LLM4JMH, we estimate the false-
positive rate (FPR) by comparing independent executions of the
same, unchanged benchmark codebase. Specifically, we rerun each
benchmark under identical experimental conditions, and any re-
ported performance regression across these runs is considered a
false positive. This approach captures natural execution variabil-
ity, including measurement noise and runtime nondeterminism,
without introducing artificial code changes.

LLM4JMH achieves similar false-positive rates as expert-
written JMH and ju2jmh, particularly under higher regres-
sion thresholds (> 5%). As shown in Table 9, we find that LLM4JMH
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Table 9. False-positive rates of benchmark suites across varying
performance regression §. Best results are marked in bold.

Mutation Sensitivity

Subject Benchmark
Suites 1% 5% 10% 50% 90%
JMH 9.42 2.08 081 0.00 0.00
RxJava ju2jmh 26.13 3.86 0.99 0.01 0.01
LLM4JMH 18.55 5.78 2.29 0.12 0.00
JMH 24.34 8.91 5.21 0.22 0.00
Eclipse ju2jmh 52.14 1118 3.11 0.01  0.00
Collections ~ LLM4JMH 18.80 5.45 2.72 027 0.00
JMH 37.70 8.20 6.56 1.64 0.00
Zipkin ju2jmh 4956 947  3.08 000  0.00

LLM4JMH 30.56 6.74 238 0.00 0.00

consistently shows lower false-positive rates than ju2jmh under
different regression thresholds from 1% to 90% in Eclipse Collections
and Zipkin, indicating better stability under small, non-impactful
code changes. For RxJava, though LLM4JMH has a higher false-
positive rate, the difference is relatively insignificant. The slightly
higher false-positive rate is likely attributable to the intrinsic char-
acteristics of RxJava, which comprises a large number of fully
asynchronous and event-driven code implementations, making it
difficult for LLMs to understand. Across all subjects, false positives
decline sharply as the regression threshold increases, demonstrat-
ing that both expert-written benchmarks and LLM4JMH are robust
to larger performance differences. In summary, these empirical anal-
yses demonstrate that LLM4JMH maintains low false-positive rates,
indicating strong reliability in distinguishing harmless changes
from genuine performance differences.

6 Threats to Validity

External Validity. Our study focuses on three well-known Java
systems that heavily utilize JMH and JUnit. While representative
of real-world performance engineering, the results may not gener-
alize to other domains, languages, or architectures. We also simu-
late regressions using a heavy-weight mutation operator to inject
delay-based slowdowns. Although HWOs are grounded in prior
work [10, 20, 24], they do not cover all regression types. Expand-
ing the mutation set is a goal for future work. In addition, our
approach employs a file-level generation strategy that scales well
operationally, as only changed files require regeneration and most
commits affect only a few files. While the generation overhead is
negligible, the execution phase of microbenchmarks remains the
dominant contributor to end-to-end cost.

Internal Validity. Benchmarking accuracy may be influenced
by system noise or unstable runtime conditions. We mitigate this
through standard best practices: CPU pinning, warmups, and re-
peated trials. LLM generation randomness also introduces variation;
different prompts may yield functionally distinct benchmarks. Fu-
ture work may explore decoding constraints or ensemble prompting
for more stable output. We define detection thresholds (e.g., > 1%,
> 5%) and these thresholds can lead to different sets of regressions,
which could influence the robustness of our findings.

Construct Validity. We rely on throughput degradation and
static structural features (e.g., call graph LOC, callee count) to es-
timate benchmark quality and regression severity. While empiri-
cally justified, these proxies do not fully capture system-level non-
determinism (e.g., GC, I/O). Incorporating runtime profiling may
improve fidelity in future evaluations. In addition, domain-specific
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knowledge (e.g., JMH best practices and anti-pattern rules) is cur-
rently applied post-hoc during repair, which may introduce bias or
discard valid candidates. Future work will explore integrating such
knowledge directly into the generation phase to reduce repair bias
and improve benchmark correctness.

7 Related Work

Microbenchmarks and Performance Testing. Microbenchmarks
play a crucial role in detecting fine-grained performance regres-
sions that often elude traditional functional tests [16, 22]. Tools
such as JMH [37] have become the de facto standard for Java per-
formance benchmarking. However, they require developers to man-
ually craft and maintain low-level tests, a process that is labor-
intensive, error-prone, and typically incomplete in large or rapidly
evolving codebases. To make performance microbenchmarks more
accessible by software developers, prior work has begun to ex-
plore automated approaches for generating JMH microbenchmarks
directly from source code and unit tests [20]. Moreover, recent stud-
ies [6, 12, 28] highlight the lack of systematic performance testing in
CI/CD pipelines, emphasizing the need for automated and reliable
solutions. While frameworks like JMH provide the infrastructure
for running benchmarks, the challenge of generating meaningful
and stable microbenchmarks remains largely unaddressed.

Automated Test Generation. The field of automatic test gen-
eration has traditionally focused on functional correctness [9, 15],
with techniques ranging from symbolic execution to search-based
methods. Traditional tools such as EvoSuite [15] and Randoop [39]
are widely used on Java code bases. Recent advances in LLMs [52]
have expanded the scope of automated testing, enabling tasks such
as unit test generation [2, 5, 27, 30, 42, 47, 49, 54], test oracle cre-
ation [33, 36, 51], and system-level test input synthesis [11, 50, 55,
56]. For instance, LLMs have been fine-tuned or prompted to gen-
erate unit tests that validate individual code components, often
outperforming traditional tools like EvoSuite in certain scenarios.
Test oracle generation, particularly assertion synthesis, has also
benefited from LLMs, which can infer expected outcomes from
code context. These works demonstrate that LLMs can reduce man-
ual effort while maintaining or improving test coverage. However,
the existing efforts predominantly target logical correctness and
lack the specialized requirements of performance testing, such as
minimizing runtime variance or simulating realistic workloads.

Mutation Testing for Performance. Mutation testing is widely
used to evaluate the adequacy of functional test suites [40]. Prior
work has introduced performance-specific mutation operators, such
as injecting delays or memory leaks, to simulate real-world regres-
sions [4, 32, 53, 57]. For example, Delgado-Perez et al. [10, 46]
propose performance mutation testing but rely on manually writ-
ten benchmarks. These approaches typically assume the presence
of existing tests and do not tackle the challenge of automatically
generating performance-sensitive tests from scratch.

Unlike prior work, we automatically generate reliable perfor-
mance microbenchmarks by combining LLM-based generation with
domain-specific structural filtering. Our method targets perfor-
mance regression detection by enforcing measurement stability
and covering meaningful execution paths. We further extend muta-
tion testing with heavyweight operators to evaluate the sensitivity
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of generated tests. This hybrid approach bridges LLM capabilities
with established engineering practices, enabling scalable, CI/CD-
friendly performance regression detection.

8 Conclusion

In this paper, we presented a first study of generating performance
microbenchmarks using large language models (LLMs). By com-
bining LLM-based test synthesis, a correctness-feedback loop, and
static structural filtering based on call graph paths and structural
features, our approach discards unstable or overly complex tests
that could produce misleading results. Our empirical evaluation on
three real-world Java systems shows that these benchmarks main-
tain low measurement noise while detecting subtle performance
regressions that manual and conversion-based suites often miss.
This balance of coverage and stability makes the method practical
for proactive detection in CI/CD pipelines. Our results show the
potential of combining generative Al with expert knowledge to
make microbenchmark creation more scalable, maintainable, and
effective for early-stage performance regression detection.
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