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Abstract

Performance microbenchmarks are widely used for detecting per-

formance regressions in continuous integration, yet existing ex-

ecution policies remain computationally expensive. We present

detectability-guided microbenchmarking, a principled framework

that reformulates benchmark execution as a Minimum-Detectable-

Effect (MDE) problem, achieving substantial speedups with formal

statistical guarantees. Our approach introduces a two-threshold

specification: a lower threshold, 𝛿0, for negligible slowdowns, and

an upper threshold, 𝛿1, for meaningful regressions. We theoretically

and empirically show that this specification enables bounded false-

positive rates below 𝛿0 and guaranteed statistical power around 𝛿1,

while dramatically reducing execution time. To realize this frame-

work, we propose a two-phase procedure: Phase 1 adaptively con-

trols execution via online sample-size re-estimation guided by mini-

mum detectable effect, enabling early stopwhen sufficient statistical

resolution is reached and futile abort when target detectability is

unattainable within the execution budget; Phase 2 performs regres-

sion analysis under the same specification, yielding decisions with

provable error bounds. Experiments on 1,702 microbenchmarks

from three large-scale open-source projects demonstrate up to 93%

reduction in execution time while empirical false-positive rates and

power closely match their theoretical targets. Our findings reveal

that detectability-guided execution offers a theoretically grounded

yet practical path toward efficient microbenchmark-based regres-

sion detection.

CCS Concepts

• Software and its engineering→ Softwaremaintenance tools;
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1 Introduction

Performance microbenchmarks are widely used to detect regres-

sions in software and are increasingly integrated into continuous

integration (CI) pipelines[14, 16, 19]. Frameworks such as Java

Microbenchmark Harness (JMH)[30] enable fine-grained version

comparisons, but in CI environments, benchmarks may run repeat-

edly across many commits, making execution efficiency critical.

Despite this need, policies that govern benchmark execution du-

ration remain largely heuristic [18, 26]: developers either allocate

fixed time budgets or rely on stability-based stopping rules that

terminate once measurements on collected data appear stable.

However, these policies do not explicitly consider whether the

collected data are sufficient for reliable regression detection. Statis-

tical stability does not imply detectability: a benchmark may exhibit

low variance yet lack the statistical power to detect a meaningful

regression. Conversely, a noisy benchmark may already provide

enough evidence to identify regressions, yet stability-based criteria

continue execution unnecessarily. As a result, execution effort is

often misaligned with the actual goal of regression testing—reliably

identifyingmeaningful performance changes while controlling both

false positives and false negatives.

To address this challenge, we propose detectability-guided

microbenchmarking, a framework that controls benchmark exe-

cution based on regression detectability rather than measurement

stability. The key idea is to ask whether the collected data suffice

to detect a regression of practical interest with a false-positive rate
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at most 𝛼 and statistical power at least 1 − 𝛽 . To formalize this,

we introduce a two-threshold MDE specification (𝛿0, 𝛿1) that distin-

guishes negligible slowdowns from meaningful regressions: the

lower threshold 𝛿0 bounds false positives for changes too small

to matter, while the upper threshold 𝛿1 ensures adequate power

to detect regressions of practical concern. This explicit indiffer-

ence region enables statistically grounded regression decisions.

Building on this specification, we design an adaptive two-phase

execution framework comprising measurement acquisition (Phase

1) and regression analysis (Phase 2). In Phase 1, online sample-size

re-estimation [33] dynamically controls execution: the benchmark

stops early once sufficient statistical resolution is reached, or aborts

when reliable detection is infeasible within the given budget (futile

abort). In Phase 2, regression decisions are made under the same

two-threshold specification, yielding bounded false-positive rates

below 𝛿0 and target power around 𝛿1.

To the best of our knowledge, this is the first approach that uses

Minimum-Detectable-Effect (MDE) as an online, adaptive execution-

control microbenchmark for performance regression detection. Un-

like the common stability-based heuristics, our approach directly

aligns execution effort with regression-detection objectives and

provides theoretical guarantees on the detection quality. We imple-

mented this approach in JMH and evaluated it on 1,702 microbench-

marks from three widely used Java projects (RxJava, Eclipse Collec-

tions, and Zipkin). The results show execution-time reductions of

up to 93% while maintaining bounded error rates that match their

configured targets.

Overall, this work makes the following contributions:

• We introduce detectability-guided microbenchmarking, which

reframes benchmark execution control from achieving measure-

ment stability to ensuring regression detectability, enabling order-

of-magnitude efficiency gains.

• We introduce two metrics, Adequate Stop and Underpowered Non-

Regression, enabling principled evaluation of microbenchmark

stopping decisions by quantifying whether executions achieve

sufficient statistical power for reliable regression detection.

• We conduct a large-scale empirical evaluation demonstrating

that our approach substantially reduces overall execution time

while achieving high statistical power to detect regressions and

lower false-positive rates compared to existing methods.

• Our study shows that the regression detection can be bounded

by the target detection resolution, providing practitioners with a

new lens for reasoning about efficiency in benchmark design.

Paper organization: Section 2 reviews related work. Section 3

presents a preliminary study showing why stability alone does not

imply regression detectability. Section 4 introduces the detectability-

guided methodology and the TT-MDE framework. Section 5 de-

scribes the study setup. Section 6 reports the results. Section 8

discusses threats to validity, and Section 9 concludes the paper.

2 Related Work

Microbenchmarking Methodology. Prior work established sta-

tistical foundations for reliable performance evaluation. Georges

et al. [13] and Kalibera and Jones [21] analyzed sources of variance

and provided guidelines for rigorous benchmarking. Mytkowicz

et al. [28] and Curtsinger and Berger [9] addressed measurement

bias caused by environmental factors such as memory layout. These

works improve measurement validity and reproducibility, but they

typically assume fixed sampling budgets and do not address how

measurement effort should adapt during execution to meet regres-

sion detection objectives.

Adaptive Measurement Acquisition. Several approaches reduce

benchmarking cost by stopping measurements once results appear

stable. Laaber et al. [26] dynamically reconfigure microbenchmarks

based on distribution similarity, and Alghmadi et al. [1] propose

early stopping rules based on repetitive measurement trends. These

techniques reduce redundant measurements by exploiting measure-

ment stability, but they do not reason about effect size or detectabil-

ity. In contrast, our framework treats benchmarking as a regression

detection task and uses detectability via minimum detectable effect

as the stopping signal, explicitly targeting regressions.

Regression Analysis and Detection. Another line of research

focuses on detecting regressions after measurement data have been

collected. Huang et al. [16], Mostafa et al. [27], and Chen et al. [4]

study regression detection and prioritization. Industrial systems

such as ServiceLab [6] analyze large-scale production telemetry to

identify performance anomalies. These approaches improve regres-

sion identification but generally treat measurement acquisition as

fixed. Consequently, the processes of collecting measurements and

detecting regressions remain largely decoupled.

Sequential and Adaptive Designs. Sequential and adaptive ex-

perimental designs allow experiments to stop early while control-

ling statistical error rates [32, 38, 42]. Such designs generally sup-

port two types of early termination: Stopping when sufficient ev-

idence has been collected (early stop), and aborting experiments

when achieving the desired objective becomes unlikely (futile abort).

Futile abort is widely used in domains such as clinical trials [3, 7,

12, 40, 44], where designs such as Simon’s two-stage design [39]

include explicit early termination rules to reduce the expected sam-

ple size when treatments are ineffective. While these approaches

provide strong statistical foundations for efficient experimentation,

they have not been integrated into software microbenchmark exe-

cution workflows. Our work adapts the concept of futile abort to

benchmarking by defining futility in terms of regression detectabil-

ity and by using variance-based detectability estimates to guide

execution decisions.

Summary. Table 1 summarizes the differences between our work

and prior approaches based on the main properties. Existing tech-

niques either focus on measurement stability, measurement relia-

bility, or regression detection independently. In contrast, our frame-

work integrates measurement acquisition and regression analysis

through a unified statistical perspective. Specifically, we use the

minimum detectable effect as an online execution-control signal, en-

abling detectability-guided adaptive sampling, and futile abort

when meaningful regression detection becomes infeasible.

3 A Preliminary Study: Stability Does Not Imply

Detectability

Microbenchmark practice often assumes that once measurements

appear statistically stable, further execution is unnecessary. Stabil-

ity metrics such as the coefficient of variation (CV) are widely used
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Table 1. Comparison with Existing Work. Phase 1: Measurement Acquisition; Phase 2: Regression Analysis.

Work Target Phase Execution Context Stopping Signal Online Adaptive Early Stop Futile Abort Effect Size Aware Power Aware

Fixed-budget benchmarks Phase 1 Microbenchmark / ✗ ✗ ✗ ✗ ✗ ✗

Laaber et al. [26] Phase 1 Microbenchmark CV/CI/KLD ✓ ✓ ✓ ✗ ✗ ✗

Alghmadi et al. [1] Phase 1 Whole system Repetitiveness ✓ ✓ ✓ ✗ ✗ ✗

𝜇OpTime [18] Phase 1 Microbenchmark CV/CI ✗ ✓ ✓ ✗ ✗ ✗

STABILIZER [9] Phase 2 Whole system Variance ✓ ✗ ✗ ✗ ✗ ✗

Laaber et al. [25] Phase 2 Microbenchmark / ✗ ✗ ✗ ✗ ✓ ✓

PeASS [35] Phase 2 Microbenchmark / ✗ ✗ ✗ ✗ ✓ ✓

ServiceLab [6] Phase 2 Whole system / ✗ ✗ ✗ ✗ ✓ ✓

FBDetect [45] Phase 2 Whole system / ✓ ✗ ✗ ✗ ✓ ✗

Kalibera and Jones [21] Phase 1 & Phase 2 Microbenchmark Variance/CI ✗ ✓ ✓ ✗ ✓ ✗

Our approach Phase 1 & Phase 2 Microbenchmark Detectability ✓ ✓ ✓ ✓ ✓ ✓

CV: coefficient of variation; CI: confidence interval; KLD: Kullback-Leibler divergence

Table 2. Failure-to-detect rate for injected regressions of 0.5%, 1%, 5%,

and 10% among benchmarks selected by a strict stability criterion.

Subject

Failure-to-Detect Rate

0.5% 1% 5% 10%

RxJava 81.18% 20.39% 0.30% 0.30%

Eclipse Collections 100.00% 100.00% 75.00% 66.67%

Zipkin 95.24% 46.67% 0.00% 0.00%

Total 82.73% 24.43% 1.15% 0.89%

to decide when results have converged [17, 26]. However, stabil-

ity reflects within-version consistency, whereas regression testing

requires distinguishing two versions whose performance differs

by a practically significant amount. Low variance alone does not

guarantee sufficient discriminatory power.

To quantify this mismatch, we analyzed microbenchmarks across

three Java projects in the preliminary study. We first selected bench-

marks whose baseline version satisfies a strict stability criterion

(CV ≤ 1%) [17]. For these stable benchmarks, we followed the prior

regression-evaluation methodology, injecting oracle bug size of

0.5%, 1%, and 10% as described in Section 6.3. We then applied a

two-sample statistical test (see Section 4.2) and recorded whether

the injected regression was detected. A benchmark is considered

to fail detection if no statistically significant slowdown is reported.

Table 2 reports the failure-to-detect rate among stable bench-

marks, indicating stability is a poor proxy for detectability. At a

0.5% target regression, 82.73% of selected benchmarks fail overall,

with rates above 80% in all three projects, showing that low CV does

not provide sufficient power for very small regressions. Although

detectability improves for larger targets, the mismatch remains:

Eclipse Collections still fails in 75.00% of cases at 5% and 66.67% at

10%. Overall failure remains 24.43% at 1% and 1.15% at 5%, and even

RxJava still fails in 20.39% of cases at 1%.

These results demonstrate that stability does not imply detectabil-

ity. Benchmarks may appear statistically stable while lacking suffi-

cient power to detect small but meaningful regressions. Moreover,

stability-based stopping does not explicitly reason about target

effect sizes, and thus cannot guarantee regression sensitivity. To-

gether, these findings reveal a structural misalignment between

stability-driven execution and regression testing objectives, moti-

vating the need for a detectability-guided measurement control.

4 Methodology

Performance regression testing aims to determine whether a new

program version introduces ameaningful regression. Inmicrobench-

marking, however, measurement noise and execution cost make it

unclear how much data are needed for a reliable decision. Existing

approaches either stop when measurements appear stable or use

fixed measurement budgets, but they rarely determine sampling

effort from the ability to detect meaningful regressions.

To address this issue, we propose a two-phase detectability frame-

work that links measurement acquisition and regression analysis

through the minimum detectable effect (MDE). We frame regres-

sion testing as a MDE problem: rather than asking whether any

statistically significant difference exists, we ask whether the slow-

down exceeds a meaningful threshold (e.g., 1% or 5%). As illustrated

in Figure 1, Phase 1 (measurement acquisition) executes each

program version separately to collect measurements and estimate

variance. Sampling continues until the target statistical resolution

is reached or the budget indicates that the target detectability is

unattainable. Phase 2 (regression analysis) then compares the

collected measurements to determine whether the new version

exhibits a meaningful regression relative to the original version.

Both phases use the same two-threshold specification to distinguish

negligible slowdowns from meaningful regressions.

Online sample size re-estimation
at iteration 

Microbenchmarks

Yes

 and

cappedearly stopfutile abort

Data Collection for Program
Version A & B

Data for Version A & B

REGRESSION  NO REGRESSION

Phase 1: Measurement Acquisition Phase 2: Regression Analysis

Cross-Version
Comparison (TT-MDE)

Negligible regression

Meaningful regression

Indifference regression 

Check the flatness of
MDE history in slide window

size  below 

INCONCLUSIVE

Yes
No

Is the flatness gate
activated?

No

Figure 1. Illustration of two-phase detectability-guided adaptive

benchmarking workflow.
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Algorithm 1:Measurement Acquisition in TT-MDE

Input: benchmark 𝑏; max forks 𝑓max; max iterations per fork 𝑖max;

window size 𝑤; flatness gate threshold 𝜏 ; budget

𝑛max = 𝑓max · 𝑖max (or fork budget for MNF); error targets

(𝛼, 𝛽 ) encoded as 𝑍 = 𝑧1−𝛼 + 𝑧1−𝛽 ; regression thresholds:

TT-MDE with (𝛿0, 𝛿1 )
Output: samples 𝑆 (in JMH arrival order); state

∈ {early stop, futile abort, capped}
1 𝑆 ← ∅; MDE history 𝐻 ← ∅;
2 for 𝑓 ← 1 to 𝑓max do

3 init tracker state for fork 𝑓 ;

4 for 𝑖 ← 1 to 𝑖max do

5 𝑥 ← ExecuteOneIteration(𝑏, 𝑓 , 𝑖 ) ;
6 Append(S, x);

// Compute effective sample size and required

size (EffN defined in Section 4.3)

7 ĈV← CV(𝑆 ) ; m
eff
← EffN(𝑆 ) ;𝑚req ←

⌈
2 ĈV

2

𝑍 2

(𝛿1 − 𝛿0 )2

⌉
;

// Update MDE history for flatness monitoring

8
�MDE← 𝑍

√
2 · ĈV/√𝑚

eff
;

9 Append(H, �MDE);

10 if IsFlat(𝐻, 𝑤, 𝜏 ) then // gate decisions on

flatness over last 𝑤 checkpoints
11 if𝑚

eff
≥ 𝑚req then // early stop when

effective sample size is sufficient
12 return (𝑆, early stop) ;
13 else

// futile abort if required size stays

above maximum execution budget

14 if𝑚req > 𝑛max then

15 return (𝑆, futile abort) ;

// continue to next fork unless stopped

16 return (𝑆, capped) ;

4.1 Phase 1: Detectability-guided Measurement

Acquisition with TT-MDE

Phase 1 performs sequential measurement acquisition via sample

size re-estimation [22, 43] guided by detectability (see Algorithm 1).

For a given version 𝑣 , let 𝑆𝑣 = (𝑥𝑣,1, . . . , 𝑥𝑣,𝑛) denote the measure-

ments collected so far in the arrival order of JMH with running

mean 𝜇̂𝑣 and standard deviation 𝜎𝑣 . Under a normal approximation,

the standard single-version MDE for a single sample of size 𝑛 is

given as: MDE
abs

𝑣 = (𝑧1−𝛼 + 𝑧1−𝛽 ) · 𝜎𝑣/
√
𝑛 , where 𝛼 is the target

false-positive rate, 1 − 𝛽 is the nominal target power, and 𝑧1−𝛼 and

𝑧1−𝛽 are the corresponding quantiles of the standard normal dis-

tribution respectively. This quantity is expressed on the absolute

measurement scale.

However, TT-MDE does not reason about absolute differences.

The downstream decision in Phase 2 concerns relative regression ef-

fects, bounded by the two thresholds (𝛿0, 𝛿1). To express detectabil-
ity on the same scale, we normalize by the mean and obtain the rela-

tive MDE: MDE
rel

𝑣 = (𝑧1−𝛼+𝑧1−𝛽 ) · 𝜎𝑣/𝜇̂𝑣√
𝑛𝑣

= (𝑧1−𝛼+𝑧1−𝛽 ) ·ĈV𝑣/
√
𝑛𝑣,

where ĈV𝑣 = 𝜎̂𝑣/𝜇̂𝑣 is the coefficient of variation. This normaliza-

tion is necessary because the practical decision boundaries 𝛿0 and

𝛿1 are themselves defined as relative effects.

Although Phase 1 collects measurements for one version at a

time, the required statistical resolution is induced by the cross-

version regression decision performed in Phase 2.

Under the symmetric approximation used by TT-MDE, the stan-

dard error of the cross-version contrast is approximately

√
2

1

times the single-version standard error, yielding the operational

detectability proxy �MDE𝑣 ≈
√
2(𝑧1−𝛼 + 𝑧1−𝛽 ) · ĈV𝑣/

√
𝑚eff,𝑣 , where

𝑚eff,𝑣 = EffN(𝑆𝑣) is the effective sample size of the currently col-

lected measurements. The concrete definition of EffN depends on

the selected uncertainty estimator and is given in Section 4.3. Using

𝑚eff,𝑣 rather than the raw sample count 𝑛𝑣 allows Phase 1 to remain

compatible with dependence-aware variance estimation.

TT-MDE uses �MDE𝑣 to determine whether the current measure-

ments of version 𝑣 are sufficiently informative. The key require-

ment is that the smallest effect reliably distinguishable from noise

should not exceed the gap between the negligible-effect bound-

ary 𝛿0 and the meaningful regression boundary 𝛿1. Since this gap

equals the width of the indifference region, the stopping criterion

is �MDE𝑣 ≤ 𝛿1 − 𝛿0. If �MDE𝑣 > 𝛿1 − 𝛿0, then the current uncertainty

is too large to resolve the decision gap defined by (𝛿0, 𝛿1), Phase 2
would not be able to reliably separate negligible effects from mean-

ingful regressions. Requiring �MDE𝑣 ≤ 𝛿1 − 𝛿0 therefore ensure that
Phase 1 only stops once the measurement precision matches the

resolution required by Phase 2.

Solving this criterion for the required effective sample size yields

𝑚req,𝑣 ≥
⌈
2 ĈV

2

𝑣 (𝑧1−𝛼+𝑧1−𝛽 )2

(𝛿1−𝛿0 )2

⌉
. Thus, the required amount of measure-

ment effort increases with the variance of the version under test

and with stricter error-control targets, and decreases as the indiffer-

ence region becomes wider. For readability, we omit the subscript 𝑣

when the current version is clear from the context.

Flatness-Gated Detectability Activation. TT-MDE omits an

explicit warmup phase and instead uses a flatness gate to control

when adaptive stopping becomes active. Early iterations are col-

lected unconditionally, and stopping decisions are disabled un-

til a flatness gate is satisfied. Let �MDE𝑖 denote the estimated de-

tectability quantity used for flatness monitoring after the 𝑖-th check-

point, and let 𝐻 = {�MDE𝑖−𝑤+1, . . . , �MDE𝑖 } be the most recent win-

dow of size 𝑤 . We define the flatness gate as IsFlat(𝐻,𝑤, 𝜏) =
I [max(𝐻 ) −min(𝐻 ) ≤ 𝜏]. This gate does not define the stopping
target itself. Instead, it serves as a safeguard against transient non-

stationarity during warmup-like behavior. First, early instability

inflates variance estimates, which in turn keeps �MDE large and

prevents premature termination. Second, even if detectability ap-

pears temporarily favorable, stopping remains disabled until the

recent �MDE trajectory becomes sufficiently flat. Thus, TT-MDE

remains detectability-centered, while the flatness gate only deter-

mines when stopping decisions are permitted.

Termination States. Phase 1 terminates in one of three states.

It returns early stop when𝑚eff ≥𝑚req, indicating that the current

1
Origin of the

√
2 factor. Let 𝑠𝐴 and 𝑠𝐵 denote the standard errors of the estimated

means for versions 𝐴 and 𝐵, respectively. Since the two versions are measured

independently, the variance of their difference is Var(𝜇̂𝐴 − 𝜇̂𝐵 ) = 𝑠2
𝐴
+ 𝑠2

𝐵
. Under

the symmetric approximation 𝑠𝐴 ≈ 𝑠𝐵 ≈ 𝑠𝑣 , the standard error of the cross-version

contrast becomes

√︃
𝑠2
𝐴
+ 𝑠2

𝐵
≈
√
2 𝑠𝑣 .
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version has achieved sufficient effective information for the down-

stream regression analysis. It returns futile abort when𝑚req > 𝑛max,

where 𝑛max is the maximum execution budget under the current

run configuration, indicating that the required effective resolution

is unlikely to be reached within budget under the current variability

estimate. Otherwise, execution continues until a stopping decision

is reached or the maximum budget is exhausted (capped).

4.2 Phase 2: Regression Decision with an

Indifference Region

After Phase 1 completes for both versions, Phase 2 performs a cross-

version comparison using the collected measurements. Due to the

space limitations, we present the statistical procedure here at a

conceptual level; the full pseudo code of Phase 2 is provided in the

replication package. Let Δ be the true relative regression of 𝐵 over

𝐴, and let Δ̂ be its estimate. We orient the metric such that Δ̂ > 0

indicates a regression. For higher-is-better metrics (e.g., through-

put), Δ̂ =
𝜇̂𝐴−𝜇̂𝐵
𝜇̂𝐴

, whereas for lower-is-better metrics (e.g., latency),

Δ̂ =
𝜇̂𝐵−𝜇̂𝐴
𝜇̂𝐴

. Thus, TT-MDE applies to any scalar performance met-

ric with a known degradation direction. The subsequent statistical

procedure is unchanged. Rather than treating regression detection

as a point-null problem, we use the two-threshold specification

(𝛿0, 𝛿1) to define detectability with an explicit indifference region.

The lower threshold 𝛿0 is the limit of negligible-effects used in the

final decision on regression, whereas the upper threshold 𝛿1 defines

the meaningful performance regression size that the procedure is

designed to detect with the target power.

To quantify uncertainty in the performance regression estimate,

Phase 2 computes a dependence-aware standard error using the

same effective sample size concept employed in Phase 1. Let 𝜎2

𝐴

and 𝜎̂2

𝐵
denote the sample variances of 𝑆𝐴 and 𝑆𝐵 , and let𝑚eff,𝐴 =

EffN(𝑆𝐴) and 𝑚eff,𝐵 = EffN(𝑆𝐵) be the corresponding effective

sample sizes. The standard error of the relative performance regres-

sion estimate is approximated by 𝑆𝐸 ≈ 1

𝜇̂𝐴

√︃
𝜎2

𝐴
/𝑚eff,𝐴 + 𝜎2

𝐵
/𝑚eff,𝐵 .

Using this uncertainty estimate, Phase 2 computes the stopping-

time detectability bound �MDEstop = (𝑧1−𝛼 +𝑧1−𝛽 ) ·𝑆𝐸. If �MDEstop >

𝛿1 − 𝛿0, then the collected data do not provide sufficient resolution

to separate negligible and practically meaningful slowdowns, and

the procedure returns Inconclusive. Otherwise, Phase 2 performs

the one-sided hypothesis test

𝐻0 : Δ ≤ 𝛿0 vs. 𝐻1 : Δ > 𝛿0 .

Using the test statistic𝑇 =
Δ̂−𝛿0
𝑆𝐸

, the procedure reports Regression

when 𝑇 > 𝑧1−𝛼 and NoRegression otherwise.

This construction yields two complementary design targets. First,

for negligible slowdowns, the final one-sided test controls false

positives at level 𝛼 :

Pr(ReportRegression | Δ ≤ 𝛿0) ≤ 𝛼.

Second, whenever the detectability condition is satisfied, the sample

size attained is designed to provide approximately the target power

1 − 𝛽 for practically meaningful regressions at least 𝛿1:

Pr(ReportRegression | Δ ≥ 𝛿1, �MDEstop ≤ 𝛿1 − 𝛿0) ≈ 1 − 𝛽.
The intermediate region 𝛿0 < Δ < 𝛿1 is intentionally treated as an

indifference zone [37], where no sharp guarantee is imposed. In

this region, the probability of reporting a regression is expected

to transition smoothly between the false-positive-controlled and

adequately powered regimes.

In this way, Phase 2 is aligned with the two-threshold detectabil-

ity specification established in Phase 1. Phase 1 determines whether

sufficient information can be collected to resolve the gap between

𝛿0 and 𝛿1, while Phase 2 makes the final decision using the joint

stopping-time uncertainty of both versions.

4.3 Variance Estimation and Dependence

Handling

In practice, microbenchmark data often exhibit temporal depen-

dence and hierarchical structure due to JVM warmup, garbage

collection, and process forking. To accommodate such effects, we

instantiate Phase 1 with alternative variance or effective sample

size estimators while preserving the same TT-MDE control logic.

The resulting variants are evaluated empirically in Section 6.

Let V̂ar(𝜇𝑣) denote the estimator-specific variance of the sample

mean for version 𝑣 . When convenient, we express this uncertainty

through an equivalent effective sample size 𝑚eff,𝑣 = 𝜎̂2

𝑣/V̂ar(𝜇𝑣),
so that V̂ar(𝜇𝑣) ≈ 𝜎̂2

𝑣/𝑚eff,𝑣 . All variants differ only in how mea-

surement uncertainty is estimated; the MDE computation, stopping

rule, and Phase 2 decision remain unchanged.

Naive MDE (MNP) is assumes independent and identically dis-

tributed observations. Variance is estimated using the unbiased

sample variance, and the nominal sample size is used directly as

𝑚eff = |𝑆 |. This serves as the simplest baseline estimator.

AR(1) MDE (MAR1) accounts for short-range autocorrelation by

estimating the lag-1 coefficient 𝜌 and using the standard AR(1) [41]

effective sample size approximation𝑚eff =
(1−𝜌 )
(1+𝜌 ) · |𝑆 |. This variant

is suitable when dependence is predominantly local and reasonably

summarized by first-order autocorrelation.

Newey-West MDE (MNW) [29] uses a heteroskedasticity- and

autocorrelation-consistent (HAC) estimator of the variance of the

sample mean, denoted V̂arNW (𝜇), to remain robust under more gen-

eral dependence. For consistency with the TT-MDE interface, we

convert this variance estimate into an equivalent effective sample

size𝑚eff = 𝜎̂2

V̂ar
NW
(𝜇 )

.

Fork-Level MDE (MNF) combines iteration-level tracking with

fork-level variance estimation. Within each JMH fork, it uses the

naive estimator (MNP) to monitor the measurements collected so

far and maintain the running fork mean. Across completed forks, it

treats these fork means as approximately independent observations

and estimates variance over them. Thus, 𝑚eff is defined by the

number of completed forks, and the corresponding budget 𝑛max is

interpreted on the fork scale. This design accounts for both within-

fork measurements and across-fork replication, while remaining

conservative under strong within-fork dependence.

5 Study Setup

To evaluate the performance of our approach, we conducted an

empirical study in real-world Java projects. This section details the

studied subjects, the execution environment, and the benchmark

configuration to ensure reproducibility and practical relevance .
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Table 3. Overview of the studied subjects. Contr. refers to the number

of contributors. SLOC denotes the lines of source code.

Subject Version Commit SHA Stars Contr. SLOC

RxJava 3.28.16 67e949db 48.1k 299 315,482

Eclipse Collections 12.0.0 b89e089b 2.5k 115 317,975

Zipkin 2.24.0 a36e0577 17.2k 156 39,915

5.1 Studied Subjects

In this work, we selected three real-world Java projects from differ-

ent domains. The selected projects are RxJava [34], Eclipse Collec-

tions [11], and Zipkin [31]. These systems were chosen to reflect a

broad spectrum of runtime characteristics, i.e., event-driven con-

currency (RxJava), memory-intensive data structure operations

(Eclipse-Collections), and I/O-heavy distributed tracing workloads

(Zipkin). The heterogeneity of these subjects ensures that our em-

pirical findings are robust and generalizable to a wide range of

software engineering contexts. Detailed metadata, including reposi-

tory size, commit history, and versioning, is summarized in Table 3.

5.2 Execution Environment and Benchmark

Configuration

In the experimental setup, we forked JMH 1.37 and integrated the

TT-MDE framework into its execution engine. All experiments were

conducted on dedicated cloud VMs (Ubuntu 22.04 LTS, OpenJDK

21) provisioned with 4 vCPUs and 16GB RAM. In total, we evalu-

ated 1,702 microbenchmarks. Unless stated otherwise, benchmarks

ran in throughput mode with 1-second iterations and up to 5 forks.

The baseline JMH configuration (Standard) used 50 warmup and

50 measurement iterations per fork. The stability-based approach

(Stable) replicated prior work [26] with up to 50 warmup iterations

and 10 fixed measurement iterations per fork. TT-MDE uses no

explicit warmup phase and permits up to 100 measurement itera-

tions per fork, adaptively controlled by Algorithm 1. Unless noted

otherwise, we use 𝛼 = 0.05 and 𝛽 = 0.2, yielding a 5% false-positive

bound for negligible regressions below 𝛿0 and 80% target power for

regressions above 𝛿1. To prevent premature stopping under tran-

sient noise perturbation, a flatness gate (sliding window size𝑤 = 5,

threshold 𝜏 = 0.01) must be satisfied before detectability-guided

stopping decisions are enabled.

6 Results and Analyses

To systematically evaluate our approach in performance regression

testing, this section addresses four research questions concern-

ing result quality preservation, execution-cost reduction, practical

regression-detection behavior, and statistical calibration.

6.1 RQ1: Does TT-MDE preserve benchmark

result quality?

6.1.1 Motivation. TT-MDE introduces adaptive stopping decisions

(early stop and futile abort) into the standard JMH execution model.

Although designed to reduce runtime while maintaining statistical

validity, adaptive stopping alters how samples are collected. This

raises a fundamental concern:Does TT-MDE change benchmark

results compared to the standard JMH?

6.1.2 Approach. To evaluate whether TT-MDE affects benchmark

result quality, we compare standard JMH execution and TT-MDE

Table 4. A/A test and performance change rate results under differ-

ent (𝛿0, 𝛿1 ) configurations. For each metric, subscripts report the

absolute difference relative to the Standard. Positive and negative

subscripts indicate an increase and decrease compared to the Stan-

dard, respectively. All values are presented in percentage.

(𝛿0, 𝛿1) Method A/A non-difference rate Median change rate #benches ≤1% #benches ≤5%

Standard 64.79 1.35 42.40 77.29

(0.5%,1%)

MNP 59.19−5.60 1.46+0.11 41.09−1.31 74.86−2.43
MAR1 60.11−4.68 1.48+0.13 38.57−3.83 74.69−2.60
MNW 52.68−12.12 1.63+0.28 35.40−7.00 71.27−6.02
MNF 56.95−7.84 1.65+0.30 34.21−6.80 70.21−7.08

(2.5%, 5%)

MNP 59.19−5.60 1.52+0.16 38.65−3.75 75.05−2.24
MAR1 58.70−6.09 1.75+0.40 35.40−7.00 71.55−5.74
MNW 53.52−11.27 1.75+0.40 35.40−7.00 71.55−5.74
MNF 56.67−8.12 1.68+0.33 33.74−8.66 70.30−6.99

(5%, 10%)

MNP 58.72−6.07 1.52+0.17 38.18−4.22 74.58−2.71
MAR1 59.17−5.62 1.57+0.21 36.69−5.71 74.69−2.60
MNW 52.21−12.59 1.80+0.45 34.18−8.22 71.08−6.21
MNF 57.33−7.46 1.66+0.31 33.46−8.94 70.58−6.71

execution using two complementary analyses: statistical A/A test

and performance change rate analysis.

A/A Test. A/A test evaluates result consistency when no true

performance difference exists [23]. We conduct two comparisons:

(i) Standard vs. Standard, where two independent executions

of standard JMH establish the intrinsic environmental noise floor;

and (ii) Standard vs. TT-MDE, where a TT-MDE execution is

compared against a standard execution to assess the impact of

adaptive reconfiguration. Following performance engineering best

practices [8, 25, 36], we estimate a 99% confidence interval for the

ratio of mean throughput using bootstrap resampling (10,000 resam-

ples) [15] with hierarchical sampling across forks and iterations for

each benchmark pair. If the confidence interval contains 1, the exe-

cutions are considered to be not significantly different. We report

the proportion of such cases as the A/A non-difference rate.

Performance Change Rate. To quantify the effect magnitude,

we compute the relative performance change rate for each bench-

mark: Δ = (𝜇TT-MDE − 𝜇STANDARD)/𝜇STANDARD, where 𝜇TT-MDE and

𝜇STANDARD is the mean value of collected JMH samples. We sum-

marize the median change rate of Δ, and report the proportion

of benchmarks whose absolute change remains within practical

thresholds (i.e., 1% and 5%) [26] .

6.1.3 Results and Analyses. TT-MDE largely preserves the bench-

mark outcomes close to the Standard behavior. Table 4 shows

that in the Standard vs. Standard comparison, only 64.79% of

benchmarks are considered as non-difference, reflecting substantial

intrinsic variability. Against this noise floor, conservative variants

(e.g., MNP and MAR1) remain close to Standard (≈ 59–60%), MNF

is slightly lower (≈ 57%), and MNW shows the largest reduction

among them (≈ 52–54%). Overall, these deviations are only modest

relative to Standard variability.

Most benchmarks exhibit small practical performance de-

viations. The median change rate of Standard is 1.35%. Across

all TT-MDE variants and configurations, the median change rate

remains low, ranging from 1.46% to 1.80%. The increases relative

to Standard are modest for MNP and MAR1, and still limited for

MNW and MNF. Overall, these results indicate that TT-MDE gen-

erally preserves practical result quality, with only small median

deviations for most benchmarks.
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Varying (𝛿0, 𝛿1) has limited impact on result quality. Across

all (𝛿0, 𝛿1) settings, A/A non-difference rates remain stable for

each method, showing that regression thresholds do not materially

change outcomes. The consistent method ordering across settings

confirms the stable and predictable behavior of TT-MDE.

RQ1 Takeaway: TT-MDE adaptive execution preserves bench-

mark result quality for most benchmarks, with conservative

configurations exhibiting only limited variation. More aggres-

sive configurations increase variability, while still keeping the

majority of results within small practical change bounds.

6.2 RQ2: To what extent does TT-MDE reduce

execution cost?

6.2.1 Motivation. Microbenchmark-based regression testing is of-

ten expensive in continuous integration environments. Standard

JMH configurations allocate fixed numbers of forks and iterations

to hedge against variance, which frequently leads to over-execution

for low-variance benchmarks and insufficient statistical power for

high-variance ones. Stability-based dynamic reconfiguration re-

duces redundant execution by stopping when measurements ap-

pear stable. However, stability criteria are independent of the target

regression and provide no explicit guarantees regarding detectabil-

ity, potentially stopping either too early or too late with respect

to practically meaningful slowdowns. In contrast, TT-MDE mon-

itors detectability online with respect to a predefined regression

target and stops execution once the collected data either provides

sufficient resolution to detect that target or indicates that achieving

such resolution is unattainable within the remaining budget. This

alignment raises a key practical question: How much execution

time can TT-MDE save relative to fixed and stability-based

configurations while maintaining its statistical guarantees?

6.2.2 Approach. To quantify execution-time reduction, we first

measure intrinsic runtime overhead and then compare the total ex-

ecution cost of TT-MDE and the stability-based approach (Stable)

with that of Standard JMH.

Runtime Overhead. We isolate the overhead of TT-MDE by

executing the benchmark suite twice: once with Standard JMH

and once with the TT-MDE implementation, while disabling early

stop and futile abort in TT-MDE. This guarantees identical forks and

iterations. Let 𝑡Standard
𝑏

and 𝑡TT-MDE

𝑏
denote the end-to-end wall-

clock execution time of benchmark𝑏 under Standard and TT-MDE

implementations, respectively. The per-benchmark overhead is 𝑜𝑏 =

𝑡TT-MDE

𝑏
/𝑡Standard
𝑏

− 1. Execution time is measured via the JMH

CLI and includes JVM startup and fork execution. Since fork and

iteration counts are identical, 𝑜𝑏 reflects only the cost of TT-MDE

control logic. We summarize overall overhead using the median

across benchmarks, as it is more robust than the mean to outliers

and thus better reflects the typical overhead observed. Formally,

𝑜 =median{ 𝑜𝑏 | 𝑏 ∈ B }, where B denotes the set of benchmarks.

Execution Cost Comparison. We compare Standard, stability-

based approach (Stable), and TT-MDE under identical infrastruc-

ture and configuration (cf. Section 5.2), differing only in stopping

policies. Let 𝑤𝑡 and 𝑚𝑡 denote the duration of one warmup and

Table 5. Relative execution time reductions (%) of Stable and TT-

MDE compared to Standard. Results are shown per subject and

aggregated across subjects for different detectability configurations

(𝛿0, 𝛿1 ) . Higher values indicate greater reduction in execution cost.

Method (𝛿0, 𝛿1 ) RxJava Eclipse Collections Zipkin Total

Stable - 88.91 83.48 86.35 85.87

MNP

(0.5%, 1%) 89.87 93.16 91.45 91.71

(2.5%, 5%) 91.16 85.52 91.91 88.18

(5%, 10%) 94.22 92.21 95.48 93.21

MAR1

(0.5%, 1%) 84.01 89.75 90.59 87.42

(2.5%, 5%) 87.65 75.09 89.89 81.07

(5%, 10%) 89.33 83.26 94.14 86.34

MNW

(0.5%, 1%) 82.47 90.06 87.21 86.77

(2.5%, 5%) 87.29 76.21 88.14 81.41

(5%, 10%) 89.63 86.53 93.64 88.18

MNF

(0.5%, 1%) 91.81 89.90 90.60 90.73

(2.5%, 5%) 89.58 89.12 89.88 89.35

(5%, 10%) 91.12 87.88 88.39 89.25

Table 6. Decomposition of time reductions (%) into early stop and

futile abort contributions. Higher values indicate greater reduction

in execution cost.

Method Termination State (𝛿0, 𝛿1) RxJava Eclipse Collections Zipkin Total

MNP

early stop

(0.5%, 1%) 69.36 73.01 71.69 70.55

(2.5%, 5%) 88.28 84.60 88.67 86.35

(5%, 10%) 89.18 85.02 88.67 86.94

futile abort

(0.5%, 1%) 83.50 83.73 82.56 83.61

(2.5%, 5%) 69.43 79.53 68.80 76.72

(5%, 10%) 70.15 82.42 68.80 78.73

MAR1

early stop

(0.5%, 1%) 58.99 68.04 62.12 61.20

(2.5%, 5%) 87.34 82.72 87.72 85.05

(5%, 10%) 87.72 82.09 87.09 84.82

futile abort

(0.5%, 1%) 79.64 77.82 80.57 78.41

(2.5%, 5%) 50.74 53.97 27.40 52.39

(5%, 10%) 60.80 60.80 0.00 57.86

MNW

early stop

(0.5%, 1%) 58.98 69.23 62.60 61.51

(2.5%, 5%) 88.03 62.60 86.88 84.58

(5%, 10%) 88.21 71.24 87.02 85.22

futile abort

(0.5%, 1%) 80.78 80.91 83.32 81.02

(2.5%, 5%) 58.31 68.00 74.20 65.09

(5%, 10%) 59.87 71.24 74.20 69.83

MNF

early stop

(0.5%, 1%) 81.12 74.21 73.46 78.03

(2.5%, 5%) 80.80 72.78 74.29 76.52

(5%, 10%) 80.67 72.97 75.90 76.44

futile abort

(0.5%, 1%) 74.42 72.43 74.42 73.40

(2.5%, 5%) 72.31 70.49 76.58 71.21

(5%, 10%) 67.68 71.12 81.40 70.31

one measurement iteration (both fixed to 1 second via JMH con-

figuration). Let 𝑤𝑖 𝑓 and𝑚𝑖 𝑓 denote the number of warmup and

measurement iterations executed in fork 𝑓 . For Standard with

𝑓max forks, execution cost is 𝑡Standard
𝑏

=
∑𝑓max

𝑓 =1

(
𝑤𝑖 𝑓𝑤𝑡 +𝑚𝑖 𝑓𝑚𝑡

)
.

For adaptive execution, the total cost depends on the forks and it-

erations actually executed: 𝑡D
𝑏
=
∑

𝑓 ∈executed forks

(
𝑤𝑖 𝑓𝑤𝑡 +𝑚𝑖 𝑓𝑚𝑡

)
,

where 𝐷 ∈ {Stable,TT-MDE}.
Time Reduction. For approach 𝐷 , per-benchmark time reduc-

tion relative to Standard is TimeReduction𝑏 = 1 − 𝑡D
𝑏
/𝑡Standard
𝑏

.

Per-subject results are computed as the mean of TimeReduction𝑏

across benchmarks within each subject. To summarize the overall

impact, we define the Average Time Reduction (ATR) across all sub-

jects as ATR = 1

| B |
∑

𝑏∈B TimeReduction𝑏 .We further decompose

savings by termination states (i.e., early stop, futile abort, capped)

to quantify the contribution of each stopping mechanism.
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Figure 2. Distribution of termination states (early stop, futile abort,
capped) across regression targets for MNP and MAR1. MNW and

MNF show similar patterns; detailed results are available in the

replication package.

6.2.3 Results and Analyses. TT-MDE introduces negligible end-

to-end overhead. Across all MDE variants, the median end-to-

end overhead remains small: 0.021% for MAR1, 0.020% for MNP,

0.011% for MNF, and 0.025% for MNW. The overhead distribution

is concentrated near zero, with an interquartile range of [0.001%,

0.036%], and only 3.12% benchmarks exceeding 1% overhead. This

indicates that the online variance estimation and stopping logic

impose virtually nomeasurable performance penalty. Consequently,

the substantial execution-time reductions reported below arise from

adaptive termination rather than instrumentation overhead.

TT-MDE substantially reduces execution time compared to

Standard. Table 5 reports relative execution-time reduction com-

pared to the Standard. Across all subjects, TT-MDE consistently

achieves large reductions in execution time. Aggregated across sub-

jects, reductions range from 86.77% to 91.71% under the strictest

regression target (0.5%, 1%), and from 86.34% to 93.21% under the

loosest regression target (5%, 10%), depending on the MDE variant.

Compared with Stable, TT-MDE achieves comparable or higher

reductions across most configurations. These results demonstrate

that TT-MDE substantially reduces execution cost in practice.

Futile abort contributes substantially to time reduction

under strict detectability targets. Table 6 and Figure 2 decom-

pose time savings by termination states. For strict configurations

(𝛿0, 𝛿1) = (0.5%, 1%), a large share of benchmarks terminate via

futile abort, indicating that such small regressions are often difficult

to detect within the available budget. These cases contribute sub-

stantially to time reduction by avoiding further sampling when the

target is unlikely to be reached. As the regression target becomes

looser, early stop becomes the dominant state, while futile abort

becomes much less frequent. This pattern shows that futile abort is

an important component of TT-MDE, especially under strict targets,

where continuing execution would often consume additional time

without improving detectability.

RQ2 Takeaway: TT-MDE achieves large and systematic

execution-time reductions compared to Standard and Stable,

with negligible overhead.

6.3 RQ3: How does TT-MDE practically perform

in regression detection?

6.3.1 Motivation. While TT-MDE is designed to provide detectability-

guided decisions, its practical effectiveness must be evaluated under

realistic regression scenarios. In real systems, performance regres-

sions are heterogeneous and unpredictable: A single code change

may affect multiple benchmarks with varyingmagnitudes and noise

characteristics. We therefore assess TT-MDE on mutation-induced

regressions that mimic real performance bugs and compare its deci-

sions against Standard execution as the reference. This raises the

following question: Does TT-MDE remain aligned with Stan-

dard decisions while reducing spurious alerts and execution

cost under realistic regression injections?

6.3.2 Approach. To evaluate TT-MDE in a realistic workflow, we

create regression scenarios by injecting small, localized slowdowns

into production code and comparing TT-MDE decisions against

those of Standard and Stable.

Regression injection via heavy-weight operator (HWO). We

inject performance regressions using a lightweight mutation op-

erator that inserts Thread.sleep(0,1) at selected program loca-

tions (HWO). We choose Thread.sleep(0,1) since it introduces a
portable, non-optimizable delay that accumulates along hot paths,

providing a stable way to emulate micro-regressions across envi-

ronments. This strategy follows prior mutation-based performance

regression evaluation practices [10, 17, 24].

Selecting mutation targets and affected benchmarks. To en-

sure that each injected regression is exercised during evaluation,

we select mutation targets from methods that are invoked by the

available microbenchmarks and restrict evaluation to benchmarks

that call the mutated method either directly or transitively. For each

subject, we execute all microbenchmarks with coverage instrumen-

tation and compute, for every method in the source code, its hit

count, i.e., the number of distinct benchmarks that execute it. To ob-

tainmutation targets with diverse levels of benchmark exposure, we

stratify methods by hit count. Concretely, we partition the hit-count

range into up to 30 buckets using a step size of ⌈max(hit)/30⌉ and
sample one mutation target from each non-empty bucket to obtain

diversity across different levels of benchmark coverage. Specifically,

we divide the observed hit-count range into up to 30 buckets using

a step size of ⌈max(hit)/30⌉ and sample one method from each

non-empty bucket. Since the hit-count distribution is uneven, some

buckets remain empty and therefore contribute no target. This

procedure yields 28 injected regressions for RxJava, 27 for Eclipse

Collections, and 27 for Zipkin. In total, the evaluation involves 2,831

benchmark-mutant cases, including 1,102 from RxJava, 1,368 from

Eclipse Collections, and 361 from Zipkin.

Oracle labeling via conservative bug-size estimation. Since the

true slowdown magnitude varies across benchmarks even for the

same injected delay, we derive a conservative per-benchmark “ora-

cle” slowdown from the observed measurements. For each bench-

mark 𝑏, let 𝑏𝐴 and 𝑏𝐵 be the throughput samples from the base-

line and mutant versions. We compute the throughput ratio 𝑄𝑏 =

𝜇 (𝑏𝐵)/𝜇 (𝑏𝐴) and estimate a 99% bootstrap confidence interval for

𝑄𝑏 using 10,000 resamples. We define the bug size as bug_size(𝑏) =
1 −𝑈RCI (𝑄𝑏 ), where𝑈RCI (𝑄𝑏 ) is the upper endpoint of the 99% CI

(conservative against over-claiming regressions). A benchmark is

labeled as a true regression at threshold 𝛿 if bug_size(𝑏) ≥ 𝛿 . This

yields a threshold-specific oracle label without assuming that a

mutation produces uniform slowdown across benchmarks.

Evaluation setup. For each benchmark pair (𝑏𝐴, 𝑏𝐵), we evaluate
three execution policies: Standard, Stable, and TT-MDE (MAR1).
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Table 7. Comparison of stopping policies under different slowdown

thresholds 𝛿 . Arrows indicate the preferred direction of each metric.

𝛿 Method Precision ↑ Recall ↑ FAR ↓ AS ↑ UNR ↓

1%

Standard 74.20 87.23 19.30 72.78 41.77

Stable 81.38 66.47 9.68 47.48 70.14

TT-MDE (𝛿0 = 0.1%) 88.36 79.08 6.63 53.82 67.14

TT-MDE (𝛿0 = 0.01%) 86.46 80.50 8.02 56.80 63.90

TT-MDE (𝛿0 = 0.001%) 85.78 80.59 8.50 56.99 63.86

5%

Standard 58.35 98.75 32.18 98.73 1.69

Stable 65.38 95.10 22.99 88.95 17.63

TT-MDE (𝛿0 = 0.1%) 78.89 97.81 11.95 95.98 6.02

TT-MDE (𝛿0 = 0.01%) 77.86 97.91 12.71 96.08 5.97

TT-MDE (𝛿0 = 0.001%) 77.80 97.91 12.75 95.95 6.19

10%

Standard 54.31 100.00 34.45 99.58 0.84

Stable 61.07 98.65 25.75 98.46 2.11

TT-MDE (𝛿0 = 0.1%) 76.29 99.55 12.67 99.93 0.11

TT-MDE (𝛿0 = 0.01%) 75.06 99.55 13.54 99.96 0.05

TT-MDE (𝛿0 = 0.001%) 74.87 99.55 13.68 99.96 0.05

We use MAR1 as the representative TT-MDE variant because earlier

results show that it provides a good balance between result quality

and execution savings. All approaches apply the same statistical

regression test (cf. Section 4.2) to the collected measurements and

evaluate the same regression thresholds 𝛿 ∈ {1%, 5%, 10%}. For TT-
MDE, we use (0.1%, 𝛿) as the primary near-zero approximation and

additionally evaluate 𝛿0 ∈ {0.01%, 0.001%} for sensitivity analysis.

We keep 𝛿0 independent of 𝛿1, since scaling it with 𝛿1 would change

the negligible-effect region and the resulting decision semantics.

All configurations use the same benchmark pairs, oracle labels,

and regression-analysis procedure. This setup aims to make the

methods as comparable as possible while keeping their decision

semantics closely aligned.

Metrics. We evaluated stopping policies along two complementary

dimensions: (i) regression detection quality, (ii) statistical adequacy

of the stopping point.

Detection quality. We report Precision, Recall, and False

Alert Rate (FAR) to evaluate the reliability of regression alerts.

Precision measures how often detected regressions correspond to

oracle true regressions, while FAR quantifies the rate of false alarms

among non-regression cases.

Stopping adequacy. Since our goal is to stop only when suf-

ficient statistical resolution has been achieved, we also evaluate

whether the stopping point provides adequate detectability. Let�𝑀𝐷𝐸𝑠𝑡𝑜𝑝 denote the minimum detectable effect estimated at stop-

ping time. We define Adequate Stop (AS) as the fraction of cases

where �𝑀𝐷𝐸𝑠𝑡𝑜𝑝 ≤ 𝛿1 − 𝛿0, indicating that the collected measure-

ments are sufficient to detect the target slowdown. We further

report Underpowered Non-Regression (UNR), which captures

cases where a method concludes that no regression exists even

though �𝑀𝐷𝐸𝑠𝑡𝑜𝑝 ≥ 𝛿1 − 𝛿0. Such cases represent false-confidence

non-regression decisions made without sufficient statistical power.

6.3.3 Results and Analyses. TT-MDE improves regression deci-

sion quality over Stable while remaining broadly aligned

with Standard. Table 7 shows that TT-MDE consistently achieves

higher precision and recall than Stable across all slowdown thresh-

olds. Relative to Standard, TT-MDE attains higher precision and

lower false-alert rates across all thresholds, while recall remains

comparable at 5% and 10%. Overall, these results indicate that

detectability-guided stopping improves regression reliability over

Stable while preserving decisions broadly consistent with the

Standard reference.

TT-MDE yields more statistically adequate stopping deci-

sions than Stable. TT-MDE consistently achieves higher Ade-

quate Stop rates and markedly lower Underpowered Non-Regression

rates than Stable across all thresholds, indicating that its decisions

are made with stronger statistical support at stopping time. Com-

pared with Standard, TT-MDE shows lower Adequate Stop at 1%

and 5%, while reaching a comparable level at 10%. These results

show that detectability-guided stopping substantially reduces Un-

derpowered Non-Regression decisions, especially at moderate and

larger slowdown thresholds.

The near-zero approximation has limited impact on the

results. Reducing 𝛿0 from 0.1% to 0.001% modestly increases its

false alert rate. The largest FAR increase is 1.87%, from 6.63% to

8.50% at 𝛿1 = 1%. TT-MDE retains a lower FAR than Stable for

every evaluated target and 𝛿0 setting. Precision, recall, and stopping-

adequacy results also remain qualitatively consistent, showing that

the primary conclusions are not driven by the choice of 𝛿0 = 0.1%.

RQ3 Takeaway: TT-MDE reduces false alerts and preserves

most regression and non-regression decisions while producing

more statistically adequate stopping decisions than Stable.

6.4 RQ4: Does TT-MDE provide calibrated

detectability guarantees under realistic

measurement noise?

6.4.1 Motivation. RQ4 evaluates whether TT-MDE empirically

satisfies the statistical guarantees defined in Section 4.2. Specifically,

the two-threshold design provides two theoretical properties: (i)

bounded false-positive rate for negligible regressions (Δ ≤ 𝛿0), and
(ii) target detection power for meaningful regressions (Δ ≥ 𝛿1). RQ4
therefore performs a calibration experiment to verify whether the

observed regression-detection behavior under realistic benchmark

noise matches these theoretical guarantees.

6.4.2 Approach. To assess whether TT-MDE satisfies its intended

false-positive and power guarantees under realistic noise, we adopt

a semi-simulation framework that preserves real measurement vari-

ability while enabling precise control over regression magnitude.

Why Semi-Simulation? Evaluating statistical guarantees requires

knowledge of the true regression magnitude. In real codebases, re-

gression size is neither controllable nor directly observable: A single

code change may induce heterogeneous and unpredictable effects

across benchmarks, even when they exercise similar execution

paths. As a result, code-level slowdown injection cannot produce

uniform or precisely controlled regression magnitudes across all

benchmarks. Consequently, purely empirical executions cannot

determine whether a regression should be statistically detectable

under a given configuration. Moreover, a fully empirical calibration

study is also computationally infeasible at our scale. In RQ3, we al-

ready evaluated 2,831 microbenchmarks. Under the realistic bench-

mark configuration used in this paper, each benchmark requires

approximately 500 seconds of execution. Calibrating statistical guar-

antees would further require evaluating multiple target regression

magnitudes, repeating each configuration across Monte Carlo trials,
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Figure 3. Empirical false positive behavior. The y-axis shows the prob-

ability of reporting a regression, i.e., the empirical false-positive rate.

Curves vary the target 𝛼 , and horizontal dashed lines indicate the

nominal false-positive bound 𝛼 . The light-green region denotes the

false-positive-controlled zone (𝛿 ≤ 𝛿0 ) , where TT-MDE is designed

to keep the reporting probability at or below 𝛼 . Results show that

the empirical behavior closely follows this intended bound, while

no false-positive guarantee is provided above 𝛿0 by design.

and executing paired regression runs. With 3 regression targets,

30 trials [2, 25], 𝛼 ∈ {0.01, 0.05, 0.1}, 𝛽 ∈ {0.05, 0.1, 0.2}, the total
execution time would be approximately 4.05 years. Such cost makes

exhaustive empirical calibration impractical. Semi-simulation is

therefore not merely a convenience, but a necessary design choice

for validating calibrated detectability guarantees under realistic

benchmark noise.

Trace Collection and Injection. We collect measurement traces

by running the TT-MDEmeasurement acquisition procedure, ensur-

ing that calibration is evaluated under the same sampling pipeline

used in practice. These traces retain fork- and iteration-level vari-

ability, JVM effects, and cloud-induced noise.

To simulate a relative slowdown Δ ≥ 0, we inject controlled

regressions directly into throughput observations. Let 𝑥𝑣,𝑖 denote

the 𝑖-th throughput measurement. The injected trace is constructed

as 𝑥 ′𝑣,𝑖 = 𝑥𝑣,𝑖 (1 − Δ),whichmultiplicatively scales throughput while

preserving the original noise realization. The same underlying

trace is reused across different Δtrue values to ensure comparable

stochastic conditions.

Empirical Calibration. For each configuration (𝛿0, 𝛿1, 𝛼, 𝛽), we
apply the TT-MDE to the semi-simulated traces. To cover a broad

range of true effect sizes, we draw injected slowdowns Δ uniformly

from the interval [0, 0.15]. To evaluate false-positive calibration, we
fixed 𝛽 = 0.2 and vary 𝛼 ∈ {0.01, 0.05, 0.10}. To evaluate empirical

power, we fixed 𝛼 = 0.05 and vary 𝛽 ∈ {0.05, 0.10, 0.20}. For each
injected slowdown Δ, we estimate the empirical detection probabil-

ity 𝑃 (Δ̂) = Pr(ReportRegression | Δ̂). We compare the resulting

detection curves against the theoretical guarantees defined in Sec-

tion 4.2, verifying (i) false-positive control below 𝛿0 and (ii) power

around 𝛿1.

6.4.3 Results and Analyses. TT-MDEmaintains empirical false-

positive control below 𝛿0 across all configurations. Figure 3

reports the probability of flagging a regression as the true slow-

down Δ varies. For Δ ≤ 𝛿0, empirical flagging probabilities closely

match the nominal 𝛼 levels across all threshold settings. The curves

remain flat in the false-positive–controlled region and align with

the dashed reference lines. This confirms that the lower threshold

𝛿0 successfully enforces a bounded false-positive rate even under

sequential stopping and realistic JMH noise.

Empirical power above 𝛿1 matches the target 1 − 𝛽. Fig-

ure 4 presents empirical detection probabilities under varying 𝛽 .

Once Δ ≥ 𝛿1, detection probability increases sharply and stabilizes

0.5% 0.6% 0.7% 0.8% 0.9% 1.0%
δ

0.0
0.2
0.4
0.6
0.8
1.0

Pr
(

̂
Δ
≥
δ)

2.5% 3.0% 3.5% 4.0% 4.5% 5.0%
δ

5.0% 6.0% 7.0% 8.0% 9.0%10.0%
δ

β 0.05 0.1 0.2

Figure 4. Empirical power behavior. The y-axis shows the probability

of reporting a regression, i.e., empirical power. Curves vary the target

𝛽 , and horizontal dashed lines indicate the nominal target power

1−𝛽 . The light-red regionmarks the power-guaranteed zone (𝛿 ≥ 𝛿1 ) ,
where TT-MDE is designed to achieve the target power. The results

show that the empirical detection probability closely tracks this

guarantee, while no power guarantee is provided below 𝛿1 by design.

near the nominal power levels. Smaller 𝛽 (higher target power)

produces correspondingly higher empirical curves, and larger 𝛽

produces lower ones, demonstrating tight alignment with specified

guarantees. The transition to full power occurs rapidly after cross-

ing 𝛿1, indicating that the upper threshold correctly delineates the

power-guaranteed region.

RQ4 Takeaway: TT-MDE achieves calibrated detectability un-

der realistic measurement noise: false positives remain bounded

by 𝛼 , power above 𝛿1 matches 1 − 𝛽 . This demonstrates that

TT-MDE delivers principled statistical guarantees.

7 Discussion

This section discusses the configuration and robustness of TT-MDE.

7.1 Impact of Non-Gaussian Measurement Noise

TT-MDE uses Gaussian quantiles to approximate the sampling

distribution of the mean-based regression estimator. This approxi-

mation may become optimistic when the effective sample size is

small or the measurements are severely heavy-tailed. Although

the flatness gate and the Phase 2 detectability check help prevent

premature decisions, they cannot guarantee calibrated error rates

or target power under extreme non-Gaussian noise.

To examine this limitation, we conduct a robustness analysis

using the collected throughput traces. For each observation 𝑥𝑖 ,

we define 𝑥𝑖 =
𝑥𝑖
1+𝜖𝑖 , where 𝜖𝑖 = 0 with probability 1 − 𝑝 and

ln 𝜖𝑖 ∼ N(−2, 1) otherwise. This models one-sided events such as

garbage-collection pauses, scheduler stalls, and cloud noise. We

evaluate MAR1 with (𝛿0, 𝛿1) = (2.5%, 5%), 𝛼 = 0.05, and 1− 𝛽 = 0.8,

while varying the perturbation probability 𝑝 .

Rare non-Gaussian perturbations have little effect, whereas

frequent perturbations substantially reduce detection power.

As shown in Table 8, 𝑝 = 0 represents the original traces, under

Table 8. Statistical power under different frequencies of log-normal

perturbations. The empirical false-positive rate is omitted since it is

0 for every subject and setting.

𝑝 RxJava Eclipse Collections Zipkin Overall

0.00 0.921 0.853 0.966 0.887

0.05 0.916 0.839 0.966 0.878

0.50 0.606 0.417 0.650 0.507

1.00 0.273 0.146 0.137 0.198
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Table 9. Sensitivity of the flatness-gated threshold 𝜏 .

𝜏 A/A non-difference rate Median change rate TimeSaving

0.001 58.70% 1.51% 73.48%

0.050 58.42% 2.06% 86.83%

0.100 58.80% 2.13% 87.86%

which TT-MDE meets its configured false-positive and power tar-

gets. Increasing the perturbation probability to 𝑝 = 0.05 reduces

overall power only slightly, from 0.887 to 0.878. In contrast, power

falls to 0.507 at 𝑝 = 0.5 and 0.198 at 𝑝 = 1, well below the target

of 0.8. The empirical false-positive rate remains 0 for every sub-

ject and setting. Thus, under the evaluated configuration, severe

heavy-tailed noise mainly compromises detectability rather than in-

creasing false alerts. In environments with persistent non-Gaussian

noise, TT-MDE may therefore fail to achieve its target power and

should be combined with a more robust uncertainty estimator.

7.2 Sensitivity Analysis of the Flatness-Gated

Threshold

The flatness gate is jointly controlled by the window size𝑤 and the

threshold 𝜏 . Since activation requires max(𝐻 ) −min(𝐻 ) ≤ 𝜏 over
the latest𝑤 checkpoints, a larger window generally yields a wider

observed range and may require a larger 𝜏 to maintain comparable

activation strictness. To isolate the effect of the permitted fluctua-

tion in the recent MDE trajectory, we therefore fix𝑤 = 5 and vary

only 𝜏 . For simplicity, we evaluate only the MAR1 variant.

A stricter flatness threshold reduces execution-time sav-

ings while lowering the observed median change rate. As

shown in Table 9, decreasing 𝜏 from 0.100 to 0.001 reduces time sav-

ings from 88.24% to 74.59%, while the median change rate decreases

from 1.94% to 1.39%. The A/A non-difference rate also increases

slightly, from 61.50% to 62.34%. These results indicate that a smaller

𝜏 delays adaptive termination and increases measurement effort.

The aggregate A/A outcome is limited affected by 𝜏 . Across

the evaluated thresholds, the A/A non-difference rate varies by less

than one percentage point. Thus, 𝜏 mainly controls the aggressive-

ness of adaptive termination and the resulting execution cost, while

having limited influence on the aggregate A/A result.

7.3 Practical Configuration of Detectability

Thresholds

The two-threshold specification (𝛿0, 𝛿1) defines both the detectabil-

ity contract and the measurement effort required by TT-MDE. In

practice, 𝛿0 should represent the largest slowdown considered neg-

ligible, based on historical variability or engineering tolerance,

whereas 𝛿1 should represent the smallest actionable regression. For

example, 5% or 10% may be suitable for routine CI, while latency-

or cost-sensitive systems may require smaller thresholds.

The gap 𝛿1 − 𝛿0 determines the required statistical resolution. A

narrower gap requires more effective samples and higher execution

cost, whereas a wider gap enables earlier stopping and larger time

savings. Threshold selection is therefore an explicit engineering

trade-off between sensitivity and cost.

A futile abort indicates that the requested resolution is unlikely

to be achieved under the observed variance and execution budget;

it should not be interpreted as evidence of no regression. Frequent

futile aborts instead signal that practitioners may need to increase

the budget, improve environmental isolation, redesign noisy bench-

marks, or widen the indifference region. Thus, futility serves not

only as a cost-saving mechanism, but also as a diagnostic of bench-

mark adequacy and target feasibility.

8 Threats to Validity

We discuss the threats to the validity of our approach.

External Validity. Our evaluation focuses on three widely used

Java systems that rely on JMH-based microbenchmarks. Although

these projects reflect realistic performance engineering practice,

results may differ for other programming languages, benchmarking

frameworks, or hardware architectures. We inject regressions using

delay-based mutation operators grounded in prior work [10, 17, 24].

While this approach enables controlled experimentation, it does

not cover all regression types (e.g., cache-related or algorithmic

changes). Extending regression models to additional mutation cate-

gories will be done in future work.

Internal Validity.Microbenchmark measurements are sensitive to

environmental noise, runtime dynamics, and non-stationarity. We

mitigate these risks using standard benchmarking practices. Our

adaptive stopping rule depends only on variance estimates and not

on cross-version mean differences, reducing the risk of sequential

stopping bias [20]. However, extreme non-Gaussian behavior or

heavy-tailed distributions may affect finite-sample accuracy. Our

semi-simulation preserves the observed benchmark noise in the

collected traces, but assumes that this noise remains unchanged

after regression injection. In practice, real regressions may also

alter the noise distribution over time, for example by changing

contention or GC dynamics. Such distribution shift is not captured

by our simulation and may affect the empirical calibration results.

Construct Validity. We evaluate regression detectability using

relative throughput degradation and predefined thresholds (e.g., 1%,

5%). While common in engineering practice, these thresholds may

not suit all domains, and throughput alone may miss effects such as

garbage collection or I/O variability. Richer runtime profiling could

improve detectability modeling. Our conservative oracle defines

regressions using the upper bound of a 99% bootstrap confidence

interval, reducing false labels but potentially classifying some high-

variance injected slowdowns as non-regressions. Thus, reported

recall may underestimate recall relative to the injected slowdown.

9 Conclusions

We introduce a detectability-guided framework formicrobenchmark-

based regression testing that replaces stability-oriented stopping

with statistically calibrated execution control. By integrating on-

line variance estimation with a two-threshold MDE formulation,

our approach dynamically adapts sampling efforts to the practi-

cal significance of performance changes. Empirical results show

that detectability-guided stopping substantially reduces execution

cost while maintaining reliable regression decisions. By treating

detection capability, not measurement stability, as the primary ob-

jective, this work establishes a principled foundation for adaptive

and scalable microbenchmark regression testing.
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